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Abstract. Many models of attention have been implemented in recent
years, but comparison and further development are difficult due to the
lack of a common platform. We present JAMF, an open source simulation
framework for drag & drop design and high-performance execution of at-
tention models. Its building blocks are “Components”, functional units
encapsulating specific algorithms. Simulations are created in the graphi-
cal JAMF client by connecting Components from the server’s repository.
Today it contains Components suitable for replication and extension of
many major models of attention. Simulations are executed on the JAMF
server by translation of model definitions into binary applications, while
automatically exploiting the model’s structure for parallel execution. By
disentangling design and algorithmic implementation, the JAMF archi-
tecture combines a novel tool for rapid test and implementation of at-
tention models with a high-performance execution engine.
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1 Introduction

In recent years many models of overt attention have been proposed, employing a
variety of methods, such as Bayesian techniques [1], neural networks [2], machine
learning algorithms [3] and saliency approaches [4].

To evaluate the performance of such models, their predictions must be com-
pared to real-world data. In the visual domain these data are generally acquired
by means of eye-tracking, with measurement of many subjects’ viewing behaviour
used to yield a stimulus-specific signature of overt attention. In order to gener-
ate data from attention models, they first have to be instantiated as computer
simulations.

The latter in particular is a non-trivial task lying at the interface of computer
and neuroscience: Modelling attentional processes necessitates deep understand-
ing of the subject matter, while efficient algorithmic implementation requires
advanced computer science skills. This broad set of demands makes the task
difficult for an expert from either of these domains.

A practical solution is to use existing attention simulations, such as the iLab
Neuromorphic Vision C++ Toolkit [5], as a starting point. This can indeed dras-
tically reduce the amount of code which has to be implemented, but introduces
several other problems. First of all, learning how to use a new framework can



involve a steep learning curve, especially for non-computer scientists, and may
require the user to read a large amount of source code. Second, using an exist-
ing source-code base may even introduce new complexity. The code-base might
be optimal for a specific modelling approach, but its structure might impose
limitations on the type of models that can be implemented. Third, not all at-
tention model implementations are freely available, and such algorithms must
be re-implemented by the user. The question still remains then, of how easy it
is to combine, alter and adapt existing models to one’s own needs.

In this paper we present JAMF, a generic attention modelling framework
built to address these issues. It is free software and released under the GNU
Public License (version 2). At the heart of the framework lies a separation in
the implementation of the attention model itself and the supporting technical
aspects. Models are composed of functional units, called Components, arranged
as a directed graph. Such model graphs abstract from the programming code
involved in implementation, and allow for purely graphical creation of models.
When using JAMF, the designer does not need to be concerned with any imple-
mentation details. Additionally, Components exist independently of the models
in which they are used, allowing for efficient reuse of existing code. The encap-
sulation of Components allows the framework to automatically and transpar-
ently optimize simulations for use in multi-processor environments and leverage
available performance libraries. The existing JAMF Component base provides a
useful selection of the standard functionality needed in many attention models,
e.g. feature extraction and machine learning algorithms. Development, code re-
view and release of Components is coordinated via a version control system, bug
tracker, and mailing list. All of these sources can be accessed on the project’s
website, which provides additional documentation and support. 1

The framework was designed with the express aim of integration into ex-
isting working environments, and provides import and export functionality for
standard mathematical analysis tools on the model developer side. Existing al-
gorithms can easily be turned into new Components – if they are already im-
plemented in C(++), a lightweight wrapper interface is all that is needed. If
they are available as Matlab functions, they can be wrapped in a special Com-
ponent for direct inclusion. Overall, we believe JAMF is an accessible and useful
framework for building working models of attention.

In the next section we describe the technical aspects of the JAMF attention
modelling framework, and it should be noted that such details are needed only by
Component developers. Afterwards we provide three case studies involving dif-
ferent user scenarios, demonstrating how JAMF can be used by neuroscientists.
We close with a comparison of JAMF to existing modelling frameworks.

1 http://jamf.eu/



Fig. 1. The JAMF client user interface, with the main window in the background. The
“Component Classes” panel on the left lists all Components available on the server.
From here, Components are instantiated and added to the graph canvas (centre panel),
where their input and output methods can be graphically connected. The right panel
displays properties of the currently selected Component and allows for specification
of parameters and inputs, as well as introspection of the Component’s output. The
top panel contains buttons allowing local data management and remote control of a
simulation. The foreground window shows the HTML documentation for a Component.
It is directly accessible through the “About” button below the Component list in the
main window.

2 Design of JAMF

2.1 System Overview

In response to the requirements of easy-to-use model design and fast execution of
the resulting simulation, JAMF was designed as a client/server architecture (see
Figure 2 for an overview). The server part is written in C/C++ and contains
the functionality for running a simulation, as well as algorithmic building blocks
in the form of Components. The client part is written in Python and used for
design, parameterization, control of simulations, and data import and export. It
is designed to act as a front-end to the server, transparently encapsulating all of
its functionality. A screen shot of the client’s graphical interface is displayed in
Figure 1. The client can also be accessed directly, for example via an interactive
Python shell or from user-written programs.



Client and server can run on the same physical machine, or may alternatively
be distributed on a network. As well as minimising installation and maintenance
expenses, the distributed approach allows for the use of a (possibly remote) dedi-
cated computing machine to execute the server simulations, while users can work
locally using the graphical interface. Communication between server and client
works over two channels: SSH and TCP/IP. SSH is used in the pre-simulation
environment, and TCP/IP becomes available when the simulation is executed.

Next we will outline the basic design of the framework and highlight some of
its main features. The structural relations of the architecture’s constituents are
depicted in Figure 3. Colored lines show information flow, and in the following
sections we will first describe the C implementation of Components, describe
how their interface description is read by the client (blue) and used as the basis
for building new model graphs (red). We will then show how those are translated
into simulations on the server side, executed (purple) and remotely controlled
by the client (green).

Fig. 2. JAMF architecture overview. By mirroring the server’s Component interface,
the client acts as a transparent proxy to all server functions. The server side on the right
provides the Component repository. On startup, its interface description is read by the
client over SSH (“off-line”) and used for design of new models. During execution of a
simulation, the model specification is sent to the server, which builds and starts the
simulation binary accordingly, while the communication channel switches to TCP
(“on-line”). This online connection to the server allows for client-side control and
inspection of the simulation parameters, inputs and outputs.

2.2 Components

Server Implementation Components are designed as C++ wrappers around
C algorithms (see Figure 4 for a source code sample). All communication between
them is carried out exclusively by passing pointers to instances of OpenCV’s



Fig. 3. Simplified communication diagram: Boxes represent (aggregated) system Com-
ponents, with their associations depicted by black lines. The colored paths outline
information flow: request and retrieval of Component interface descriptions (blue); in-
stantiation of Component classes for graph design (red); source code generation and
simulation execution (purple); remote control and introspection of simulation (green).
The dotted box shows the portion of the server generated dynamically on a per-graph
basis.

Matrix type “CvMat”, a flexible structure that can represent matrices using any
basic numeric type. 2

This results in a very simple interface, where each Component defines one
or more input methods that take exactly one matrix and store it in a private
variable, while output methods return one matrix each. Given the power of the
matrix type, the simplicity of the method’s signature does not impose any limits
on inter-Component communication. To expose parameters, a Component can
implement setters that store values similarly to input methods described above.
Parameter types are restricted to bool, int, double and string.

Note that input, output and parameter methods provide data access only –
the actual algorithms are implemented in a Component’s run() method. This
method starts with a set of preconditions, which are assertions about input
formats and parameter values. Memory management within one Component is
dealt with exclusively in the run() method and is limited to the output data.

2 OpenCV (http://opencvlibrary.sourceforge.net/) is a popular Open Computer Vi-
sion library originally developed by Intel. It supports the Intel Performance Primi-
tives (IPP) for architecture-specific optimizations.



This method is also responsible for releasing any memory that is still allocated
from previous invocations.

This construction guarantees maximal encapsulation of algorithms while still
allowing for robust automated optimization. The base Component “BasicCom-
ponent” defines default input and output functions, hence only implementation
of the run() method is necessary to create a simple Component (see Figure 4).

To extract interface information, JAMF runs gccxml3 on Components’ header
files and filters for valid method signatures. In addition to this interface descrip-
tion, each Component is accompanied by an XML file providing end-user docu-
mentation that is rendered to HTML (PNG for formulae) for easy viewing. The
interface description and help files of all server Components are bundled into a
single “components.zip” file that acts as a complete description of the server’s
Component repository.

1 class TimesTwo : BasicComponent

2 {

3 public:

4 run() {

5 PRE_INPUT(in);

6 // create output matrix

7 if (out)

8 cvReleaseMat (&out);

9 out = cvCreateMat(in->type , in ->rows , in ->cols);

10 // do the calculation

11 cvScale(in , out , 2);

12 }

13 }

Fig. 4. Minimal Component source code: Using the default input and output channel
inherited from BasicComponent, only the algorithm logic is left to be implemented in
the Component’s run() method.

Client In order to use the server’s Components for model design, the client
must access the Component interface description generated on the server. When
establishing an SSH connection to a server, the client automatically updates its
local Component description file – for every Component on the server side, it
dynamically generates a Python class mirroring the Component’s interface (blue
message line in Figure 3). It has setters parallel to a Component’s inputs and
parameters that are type aware, and output methods that can be queried for
results. In addition, each Component is accompanied by HTML documentation

3 gccxml (http://gccxml.org/) dumps gcc’s internal representation of a source file as
an XML description.



describing its general function and providing details on inputs, outputs and pa-
rameters (c.f. 1). All in all, the Client wraps a server Component in a convenient
Python interface and sets up hooks to propagate changes directly to a running
server (see Section 2.5). Adding a Component to a model is easily done, simply
by instantiating such a Python class (red messages in Figure 3).

2.3 Model Graph

Output methods of instantiated Components can be connected to input methods,
thereby forming a directed model graph. When executed, the server will feed
data along these connections, passing each Component once, making up one full
“iteration”. Some Components yield a dynamic number of outputs or accept a
dynamic number of inputs. Subgraphs between such Components are executed
once for each output matrix. By default, the client will determine the execution
order by traversing the graph starting from all Components without connected
inputs and assigning an increasing “order”. Where parallel execution is possible,
for example when two Components do not depend on each others’ outputs, the
same “order” will be assigned. In addition, Components can request to be called
with a certain “frequency” with respect to the server iteration and an “offset”
to the start iteration. A set of parameterized and connected Components makes
up a model graph.

2.4 Build

To allow for later execution of the model, the source code for the simulation
first must be generated and compiled. The client’s representation of the model
is translated to an XML specification of the graph structure (purple line in
Figure 3). This XML file is sent to the server and translated into C code by
XSLT4. In this translation process, the Component’s “order” property is used to
create OpenMP5 parallel regions where possible, thereby providing transparent
multi-processor optimization (see Figure 5 for a sample graph). The generated
code is embedded directly in the server’s simulation class and linked against the
Component repository library. After successful code generation, the client can
build the simulation binary corresponding to its model graph.

2.5 Execution

After building the server binary for a specific attention model, the client can
start a simulation over the existing SSH channel. Upon startup, the server sets
up threads for TCP listening, message routing and the simulation. The client can
4 XSLT is an XML based language for transformation of XML documents into other

text formats.
5 OpenMP (http://www.openmp.org/) is a multi-platform shared-memory parallel

programming API supported by many major compilers, including GNU’s gcc 4.2
and Intel’s icc



then login via TCP and send remote procedure calls (RPC) encoded in XML. On
the server side, XML RPC messages are converted into C structs and routed to
their target thread, as shown by the green line in Figure 3. Messages are used for
a number of purposes: to address the simulation directly for the control of model
execution; to deliver parameters and inputs to Components; or to request intro-
spection data by querying Components’ output methods, with answers routed
back to the client. On the client side, these messages are generated by calling the
respective methods of the Component instance. Parameters and inputs are set
and sent for current or future iterations, allowing the server to be programmed in
advance. The server also accepts input filenames in the form of URLs using the
HTTP, FTP, NFS or Samba protocols. Whenever such a filename is detected,
the server’s “incache” will grab the file from the source location, save it in a
local cache and optionally send a “start” command to the simulation on success.
For the outputs delivered by the server, the client offers immediate inspection
of graphical data as well as export to a variety of formats (txt, matlab, bitmap
and vector image formats, pdf). To facilitate client-independent operation, the
server optionally offers a cache for all outgoing messages (“outcache”) by serial-
izing them to disk, which allows clients to retrieve data from past iterations.

The core client engine used by the user interface can also be employed by
the user to write powerful scripts, allowing the engine to be used, for example,
to harvest a more complex Component parameter space or to run a batch job
over structured stimulus material.

3 Case Studies

In order to show the broad applicability of the JAMF framework, we here intro-
duce three user case studies. First, we show how a probabilistic attention model
can be implemented. Second, we outline how JAMF can be used to control a
robot head equipped with stereo vision. And third, we elaborate on how useful
it can be for students learning about different models of attention.

3.1 Bayesian Saliency Model

Eye tracking data shows that local features contribute to visual attention in
specific manners. In contrast to luminance, color contrasts for instance do not
contribute linearly to salience, rather exceptionally high and low color contrasts
are usually far more informative in predicting salience than intermediate level.
A recent Bayesian saliency model uses a large amount of eye-tracking data to
empirically capture the specific relation in which salience depends on the feature
values without making parametric assumptions [1].

The Bayesian model describes the salience of a feature as the conditional
probability to fixate an image location given the feature value at the location.
Salience as conditional fixation probability is measured in the ratio between the
likelihood with which feature values occur at empirically fixated points and the
respective prior probability with which they occur in the image. In other words,



Fig. 5. Conditional feature probability graph. The first three layers in the graph shown
here deal with the extraction of image features. Percentiles are computed in the fourth
layer, which are matched to feature probabilities in the fifth layer. Components within
each layer are executed in parallel. The last two layers combine probabilities and nor-
malize the result. The inset figure (bottom right) shows intermediate results. Top row,
from left to right: Red/Green contrast, 2nd order contrast, percentiles and feature prob-
abilities. Second row: Image luminance, Sobel edge detector, percentiles and feature
probabilities.

salience of a particular feature value is defined in the proportion to which this
value of the feature occurred more often at fixations than in the image. This
particular model further assumes a whitening of features values according to the
distribution of features in natural images, as has been shown for contrasts in
the LGN. Hence before computing conditional fixation probabilities, absolute
feature values of the stimuli are ‘whitened’ by rank-ordering in 20 bins with
equal amounts of values (considering all feature values in the image database of
the study).

We implemented this attention model in a JAMF simulation. The model
graph for the Bayesian salience model is depicted in Figure 5. All Components
necessary for the simulation are contained within the JAMF standard Compo-
nent library. To analyze color-features, images have to be coded in independent
intensity and color channels, such as in the HSV color space. Here we use the
ColorSplitter Component to transform bitmap images into the the Derrington-
Krauskopf-Lennie (DKL) color space, which is a physiological color space defined
by relative excitations of the three cone types in the retina (L, M, and S). In brief
it yields channels for luminance intensity, ”constant blue” (or ”yellow-blue”) and
”tritanopic confusion” (or ”red-green”). By drag and drop, the respective inten-
sity and color channels are connected to various Components to obtain a master
saliency map. LuminanceContrast and Sobel Components calculate luminance,
color and texture contrast as well as edge intensities. The output of these Com-



Fig. 6. Schematic depiction of how JAMF can be used to create an interface for a stereo-
vision robot head. One Component retrieves video frames from the head’s cameras,
while another moves the head to target fixation points. The attention model that lies
between these two Components generates target fixations, and is treated as a black
box that can easily be exchanged.

ponents is again connected to the Percentiler Component, which performs the
whitening of the stimuli statistics for the respective feature, which in turn is fed
into the LUT Component to compute empirical within-channel saliency maps
using previously measured conditional fixation probabilities. Finally, these maps
are fed into the Combiner Component to obtain a master saliency map by ad-
ditive integration. Note that only this last Component has to be exchanged to
implement the multiplicative integration scheme explored in the study of Schu-
mann et. al. [1].
There are several possible approaches to generate fixation sequences from the
master saliency map. For example, Itti’s [4] method of Winner-takes-all and
Inhibition-of-return is available in the Review repository, together with a Com-
ponent for non-linear amplification and combination of conspicuity maps. Both
generative schemes were combined simply by adding the respective Component
(MaxIoR) in the final processing stage.

In summary, this example shows how JAMF can be used as a tool for rapid im-
plementation of innovative new modelling ideas. The existing Component base
allows neuroscientists to implement their own ideas and combine them with ex-
isting approaches without writing a single line of code.

3.2 Robot Control

Attention models can be used to help robots interact sensibly and efficiently with
their environment. For example, implementing a model of overt attention can
provide the robot with active sensing capabilities. By identifying and tracking



interesting targets in a scene, the model can also enhance scene understanding
by directing sensors towards salient regions that can then be processed in higher
detail. Covert attention, on the other hand, can help with real-time processing
of highly complex sensory data. Most robots are equipped with only limited
processing capabilities, so it is an advantage to be able to select those parts of
the sensory input that are likely to yield the highest information gain.

JAMF’s modular structure makes it possible to include interfaces to robot
hardware as Components, both on the sensory side (IR sensors, microphones,
laser scanners, etc.) and on the actuator side. Recently, JAMF was used to imple-
ment an attention-based controller on a stereo-vision robot head with 4 degrees
of freedom. A rough sketch of the setup is shown in Figure 6. We developed a
Component that grabs frames from the head’s two cameras, and an actuator
Component that transduces spatial target points to motor movements that tilt,
pan and turn the head. The attention model between these Components anal-
yses incoming camera images and generates new fixation targets for the head
actuator Component. The implementation allowed the robot head to success-
fully track interesting objects defined by their “redness”. Importantly, in such
robotic setups the attention model can be treated as a black box and is easily
interchangeable with more complex models. For example, the existing disparity
Component could be “plugged in” to provide depth features.
The Robot Control use-case demonstrates that it is straight-forward to transfer
attention models developed in JAMF to real-world platforms.

3.3 Classroom

Students studying existing attention models usually do so at a purely theoretical
level. There is however a qualitative difference between knowing what a model
does and seeing what it does. JAMF can help to bridge this gap between theory
and practice. The graphical client allows students to interact with an attention
model, easily explore the effects of different parameters and see how the model
reacts to different kinds of inputs. A live view of intermediate results at different
processing stages also makes it easier to understand what is happening at each
step. JAMF gives students the opportunity to develop and understand models
without requiring prior programming skills.

4 Related Work

JAMF is not the only software in the field of attention resarch – many researchers
publish their code. Most often, however, only prototypes or partial implemen-
tations in high-level languages such as Matlab are provided. Among the fully
fledged frameworks that are available, we picked four packages which solve sim-
ilar problems or solve problems in a similar way. We give a short description of
each and point out differences in a feature matrix (Table 1).

The iLab Neuromorphic Vision C++ Toolkit is developed at the University of



California and at Caltech.6 Over the years, many saliency models and extensions
such as Bayesian surprise [6] have been implemented in the toolkit, by the orig-
inal authors as well as by third party contributors. It comprises a set of C++
classes implementing a range of vision algorithms for use in attention models.
However, as there is no higher-level design interface and the toolkit architec-
ture is quite complex, advanced programming skills are required to leverage the
toolkit’s features. Notably, it also offers distributed execution support for Be-
owulf clusters. Although it is essentially inaccessible for non-programmers when
compared to JAMF, the number of available algorithms and their optimizations
make the iLab Toolkit an interesting option for the computer vision scientist.

LabVIEW [7] is a commercial software developed by National Instruments. It
is based on G, a graphical dataflow programming language. Similarly to JAMF,
a compiler is used to produce machine code from a graphical model. Furthermore,
the additonal Machine Vision Module comes with a wide range of functional-
ity that suffices for standard machine vision tasks, but does not include any of
the recently developed methods. Besides licensing costs and the proprietary na-
ture of the G language, understanding its non-standard language paradigm also
places an additional burden on new users.

Matlab is a commercial multi-purpose numerical computing environment de-
veloped by The MathWorks. It is based on the matrix-centered M language and
in broad use in education and science. Key advantages are the wide variety of
implemented algorithms and the superb documentation. Toolboxes that extend
Matlab to solve more specific problems are available seperately. One of them is
the commercial SimuLink package, an advanced simulation environment for dy-
namic systems, which allows graphical modelling. Although it could be used for
graphical attention modelling, there are no appropriate Components supplied
for this purpose. The disadvantages associated with Matlab and SimuLink are
their high price and the learning curve associated with programming in M.

TarzaNN [8] was initially developed as a joint effort by Albert Rothenstein and
Andrei Zaharescu at York University in Toronto for implementation of the selec-
tive tuning model [2]. It is a neural network simulator that abstracts from single
neurons to layers of neurons, and was designed specifically to implement visual
attention models. Extension of the simulator is limited to the implementation
of filter functions for neurons. In contrast to JAMF, TarzanNN is only suitable
for modelling a specific subset of today’s attention models.

5 Conclusion

JAMF offers a unique combination of highly-optimized algorithmic infrastruc-
ture and an easy-to-use graphical modelling interface. The existing repository
of Components is sufficient for building a wide range of model types, and while
6 http://ilab.usc.edu/



Table 1. A feature matrix of comparable applications. “Visual” indicates whether
graphical model development is supported, “Language” lists programming languages
supported for extending simulations, “Remote” indicates if the simulation can be con-
trolled and executed remotely. The “Opt.” and “Parallel” columns list employed opti-
mization and parallelization techniques.

Name License Visual Language Remote Opt. Parallel

iLab GPL - C(++) - Beowulf, manual

JAMF GPL + C(++), M + IPP OpenMP, fully
automatic

LabVIEW NI commercial + G - proprietary

MatLab/
SimuLink

commercial -/+ M, C, For-
tran, Ada

- IPP proprietary

TarzaNN “Open
Source”

+ C(++) - Cluster, manual

it allows the non-programmer to rapidly implement and run simulations of vi-
sual attention, it is also easily extended with new Components. Here we have
demonstrated that the framework can be used as a suitable tool for such diverse
tasks as the implementation of a novel attention model, or the attentional con-
trol of a stereo-vision robot head. Future work will include further extensions
of the Component base, for example with algorithms for processing auditory
information. Furthermore, we plan to use JAMF to support the development of
a multi-modal attention model for the stereo-vision robot head.
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