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Abstract Behavior control of complex technical systems, such as robots, is
still a challenging problem. In this context, embodied neuro-control is a bioinspired method to handle these problems, and evolutionary robotics takes up
some essential research topics in this ﬁeld. But for systems with many multimodal sensor inputs and actuating outputs new evolutionary methods have
to be applied because the search spaces are high dimensional and comprise
many local optima. This becomes even harder when functional recurrent network structures cannot be given in advance and have to be evolved together
with other parameters like synaptic weights and bias terms. This chapter describes a new evolutionary method, called Interactively Constrained NeuroEvolution (ICONE), which restricts large search spaces by utilizing not only
domain knowledge and user experience but also by applying constraints to
the networks. The interactive use of this tool enables the experimenter to
bias the solution space towards desired control approaches. The application
of the ICONE method is demonstrated by evolving a walking behavior for
a physical humanoid robot, for which a whole library of behaviors has been
developed.
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1 Introduction
Behavior control of complex technical systems is still a challenging problem.
Besides classical AI approaches, embodied neural control is also one of the
promising methods to further advance this ﬁeld. On the other hand, robots
have served for a long time now as paradigmatic target systems for real world
applications and as versatile research platforms. In this context evolutionary
robotics [1, 2] takes up a manifold of diﬀerent research problems associated
with bio-inspired neural control techniques. To demonstrate the validity of
this approach for the control of complex systems, one has to use evolutionary
algorithms to generate neuro-controllers for robots with many sensors and
actuators.
For relatively simple machines evolutionary robotics has already proven
to be able to generate interesting neural behavior control. Among the basic
behaviors achieved for such robots were – depending on the provided sensors
– all kinds of negative and positive tropisms. Often these behaviors relied on
very simple neural controllers, for which speciﬁc relations concerning structure, dynamics and functions could be easily identiﬁed. Even more challenging
problems could be addressed, for instance goal-driven behavior and swarm
behavior [3]. Although evolutionary robotics already presented interesting
capabilities demonstrating basic properties of embodied cognition, most of
the targeted machines were quite simple when compared to the richness of
sensors and actuators of animals.
Furthermore, truly autonomous systems will use internal needs for driving
their behaviors; especially if they have to switch between diﬀerent behaviors when interacting with their dynamically changing environments. Hence,
they have to be equipped not only with exterior sensors, but also with proprioceptors which monitor their body states concerning body poses, energy
consumption, temperature, and the like.
Using the artiﬁcial life approach to evolutionary robotics [4] to develop
neural behavior control systems which come closer to the abilities of biological nervous systems, a new class of challenges emerges. This mainly originates
from the fast growing search space when the robot complexity scales up by
adding many new sensors and actuators. The chance of ﬁnding interesting,
non-trivial neural controllers at a certain complexity level thereby often becomes unsatisfyingly low.
Therefore, at this point new evolutionary algorithms have to be investigated. It is suggested in this chapter that these new evolutionary algorithms
have to make use of domain knowledge, such as insights in the organization
of behaviors, local neural processing, symmetries, hierarchical feedback loops
and other topological and hierarchical organizations of neural networks. Such
algorithms may use neuro-modules, that serve as hierarchical organization
structures and functional building blocks. Using high-level neural building
blocks as primitive elements instead of only single neurons allows larger,
functionally interesting networks, while still ending up with a smaller search
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space. Also it is suggested that evolution is used rather as an assistant tool
than as an autonomous problem solver, thus favoring user interactions and
reactions to the progress of the evolution.
This chapter introduces a new evolutionary method called Interactively
Constrained Neuro-Evolution (ICONE) and demonstrates, as an example,
how the method can be used to evolve neuro-controllers for a humanoid robot.

2 Evolving Large-Scale Recurrent Neural Networks for
a Humanoid Robot
For the EU project ALEAR (Artiﬁcial Language Evolution on Autonomous
Robots)1 humanoid robots are used for so called language games [5]. In these
experiments, humanoid robots interact with each other and develop a language, based on their actions and responses. Therefore the humanoid robots
need a wide variety of behaviors and gestures, such as pointing, walking and
hand waving.

Fig. 1: The A-Series humanoid robot. The black arrows mark the locations
of the AccelBoards.
The humanoid robots used during these language games are called ASeries robots [6] (ﬁgure 1). They have been developed by the Neurorobotics
1
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Workgroup of the Humboldt University of Berlin based on the commercial
robotics kit Biolid 2 . Each robot is about 45 cm high and equipped with 21
servo motors, 21 angular sensors and 16 acceleration sensors. Eight so called
AccelBoards, small electronic boards responsible for the control of the motors, for reading the sensors and for calculating the activity of the artiﬁcial
neural network controllers, are distributed on the body. The boards communicate over a synchronized bus with an update rate of 100 Hz. During
each update step, each board knows the state of all motors and sensors of
the robot. Because of the limited capacity of the AccelBoards, the neural controller networks have to be distributed over the available boards. Accordingly
there is no central control, but rather a number of interacting autonomous
networks. To allow the exchange of state information between the networks
and thus a synaptic connection between the networks, each AccelBoard can
communicate the state of up to four of its neurons to all other boards.
The control of such a robot is, because of its comparably large number
of sensors and actuators, a challenging task. One common approach – as is
used here – is to control the robots by artiﬁcial recurrent neural networks.
This approach has the advantage, that controllers can be assembled from relatively simple, uniform processing elements. This facilitates the use of automatic network construction and optimization algorithms, including learning
approaches and evolutionary algorithms [2, 7].
The A-Series robot requires already comparably large neural networks.
Each motor of the A-Series robot is controlled by two motor neurons, one
controlling the desired angular position, the other controlling the maximal
motor torque during movements. Altogether the robot has 42 motor neurons,
37 sensor neurons and a number of hidden neurons for local processing, which
make up a very large search space. Naive structure evolution approaches to
construct networks by randomly inserting and altering synapses and bias
values have no realistic chance to solve the targeted behavior problems in
reasonable time.
Another problem is that evolution cannot practically take place on the
physical robot. Accordingly a simulation of the robot has to be used. Because
a perfect simulation of the physical robot is not feasible, neuro-controllers will
adapt to the simulated system and hence may not work on the physical robot.
Therefore it is important to evolve controllers to be robust with respect to
the target platform, so that small diﬀerences between the platforms do not
lead to an entire failure.
The remainder of this chapter describes the application of the evolutionary
approach called the ICONE method, which allows the restriction of the search
space of large networks based on modular structures, reuse of functional
building blocks, domain knowledge and interactive control of the evolution
process. This increases the chance of ﬁnding solutions and keeps evolved
2
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networks much more structured and comprehensible. With this method a
number of behaviors for the A-Series have been realized and successfully
transferred to the physical robot. Section 4 describes the method in detail.
As an example, in section 5 the application of the method is shown by evolving
a walking behavior for the A-Series humanoid and by integrating it to the
physical system. In the ﬁnal sections 6 and 7 the results are discussed and
an outlook for future work is given.

3 Related Work
The evolution of neuro-controllers for autonomous robots has a long tradition
in the evolutionary robotics community [1, 8–10]. Embodied neural networks
utilizing the sensors of a robot (sensori-motor loop [11]) can result in astonishing robust behaviors in noisy environments. Also, using neural networks for
behavior control may give insights into the neural organization of biological
organisms. However, the construction of such networks is – apart from simple
behaviors like tropisms [12, 13] – diﬃcult to design by analytical approaches.
This requires algorithms and techniques to create and optimize neural networks in an eﬃcient manner. Robot control tends to rely on recurrent neural
networks, because behaviors are usually dependent on inner states and require the use of feedback loops in the network and through the environment.
As a promising approach to create such networks, a number of diﬀerent types
of evolutionary algorithms have been developed in the last decades.
Evolutionary approaches for artiﬁcial neural networks can be roughly divided into fixed topology algorithms [14–18] and structure construction algorithms [19–30]. The former class of algorithms usually works with networks
having a ﬁxed number of fully interconnected neurons or with layers of neurons with a ﬁxed interconnection pattern. One problem with ﬁxed topology
networks is that (1) the chosen number of neurons and their interconnection structure may not be appropriate and (2) that the search space is very
large right from the beginning. Many structure construction algorithms on
the other hand have the ability to start with a small network [31] and to
add neurons and synapses to gradually increase the search space only when
it seems necessary [32, 33]. These algorithms can also be used to shrink already well performing solutions to smaller, easier understandable network
structures [32, 34].
The genome representation of neural networks diﬀers widely between the
diﬀerent algorithms. As a main distinction two classes can be identiﬁed: direct
encoding and indirect encoding. Direct encoding genomes directly specify the
weights of all synapses of the network. In contrast, indirect encoding genomes
specify parameters that are used to derive structure and synaptic weights.
This may involve the application of grammars or rule sets to construct the
network. Such algorithms are referred to as developmental algorithms [23,28,
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30, 35–37]. Developmental approaches have the advantage that the genome
size is often much more compact compared to direct encoding if applied to
large networks. This can speed up evolution, but usually also induces a strong
bias to evolution, because often not all kinds of networks can be encoded
with this type of algorithm. Some developmental algorithms, like simulated
growing synapses [38], may even slow down evolution, because the mapping
from genotype to phenotype is computationally expensive.
As the experiments in evolutionary robotics become more and more diﬃcult, neuro-evolution approaches try to increase the success rate of the evolutionary search with diﬀerent strategies. Three important strategies should
be mentioned here: structure reuse, search space restriction and diversity
conservation.
Structure reuse means, that a single neural structure encoded directly or
indirectly in the genome, can be reused in diﬀerent parts of the network. This
often relates to modular structures, or neuro-modules [39]. The main advantage of reusing sub-networks is the possibility to develop functional building
blocks, that can be reused in many parts of the network, without being reinvented by evolution multiple times. An example in biological systems are
the cortical columns in the brain of mammals [40]. Modular sub-networks
are explicitly addressed in algorithms like Modular NEAT [41], ModNet [29],
CoSyNE [15], Cellular Encoding [22, 37], ENSO [42], ESP [43] and to some
extent in SGOCE [30]. Another approach is the usage of CPPNs [17] and
the related evolution method HyperNEAT [18, 44, 45]. HyperNEAT does not
evolve neural networks, but evolves function networks (CPPNs) that generate the weights of a ﬁxed network topology, resulting in repetitive, symmetric
structures similar to neuro-modules.
In fact, structure reuse is one eﬃcient method to reduce the search space.
However the evolutionary search can be enhanced signiﬁcantly by further
restricting the search space. One common strategy is the incremental complexiﬁcation of networks, as done in NEAT [33] and its derivates, ESP [43],
ModNet [29], EN S 3 [32, 46, 47] and most developmental approaches. Evolution starts with minimal networks – for instance only including the sensor
and motor neurons – and explores this search space until no further improvement is observed. Then, repeatedly, the search space is extended by adding
additional neurons and synapses and the new search space is explored. The
assumption is, that if solutions with simple network structures exist, then
it would be beneﬁcial, if these are found ﬁrst, because they are expected to
be evolved faster than complex networks doing the same task. This strategy
has been shown to accelerate the evolution process in a number of experiments [33].
Another way to reduce the structural search space is the consideration
of symmetries and other topological peculiarities, like the positions of neurons. Developmental approaches with growing synapses for instance have a
higher probability to connect neurons close by [24, 30, 38]. Also HyperNEAT
depends strongly on the positions of the neurons and can exploit topologi-
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cal neighborhoods. Symmetries can be used in many experimental scenarios,
because the bodies of most robots have one or more symmetry axes. This
can be reﬂected in the network topology and shrinks the search space by the
number of neurons aﬀected by the symmetry. ENSO [42] is an example of an
algorithm that systematically breaks down symmetry step by step, starting
with a highly symmetric network, hereby exploring the more symmetric and
thus smaller search spaces ﬁrst. Other search space restrictions may include
the temporary protection of certain neurons or synapses from being changed
during evolution, as with EN S 3 .
During evolution the conservation of a certain level of diversity seems to
be very beneﬁcial for neuro-evolution. One reason is that networks with very
diﬀerent topologies and weight distributions can show a very similar behavior. Furthermore even small enhancements of the behavior may require large
changes to the network structure. Therefore a premature convergence to a
single class of topologies easily leads to an invincible local optimum. To protect diﬀerent lineages during evolution, NEAT uses a niching method based
on historical markings [33], which allow a dynamic grouping of the networks
into similarity classes. So only similar networks have to compete against each
other. ESP [16] and SANE [48] increase the diversity by not evolving complete
neural networks, but instead by evolving single neurons, that are assembled
to a full network for each evaluation (cooperative co-evolution). Because the
neurons are always combined in other ways, the resulting networks remain
diverse longer. In addition ESP makes use of ﬁxed niches that further enhance diversity. Using a similar approach on the synaptic level, CoSyNE [15]
also uses niches to delay convergence.

4 The Approach: Interactively Constrained
Neuro-Evolution
The ICONE method (Interactively COnstrained Neuro-Evolution) tackles
the described diﬃcult problem domain by applying a number of strategies to
structure the networks and to restrict the search space [49]. Restrictions are
based on domain knowledge, user experience and on-line operations on the
evolving individuals during evolution.

4.1 Genome
Genomes in ICONE use direct encoding, not making distinctions between the
genome representation and the actual phenotype of an individual. Therefore
no separate mapping operator from genotype to phenotype is necessary. The
genomes are fully conﬁgured neural networks, building up an object structure
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from primitive elements, like neurons, synapses, neuron-groups and neuromodules. Each of these elements provides a number of evolvable attributes,
such as the bias and transfer function of a neuron, and the weight of a synapse.
All mutation operators work directly on these networks. In addition to the
evolvable attributes, each element provides a list of properties, which can
be used to control details of the neural network or the evolution process.
These properties comprise string pairs, which combine a property key with a
property value. With this all kinds of tags and markings can be attached to
any element by the user or the evolution operators. Table 1 shows an overview
of the main attributes and properties of each element.
During evolution both the network weights and the network structure
can be evolved, so neurons, synapses and neuro-modules can be added and
removed by the mutation operators. Exceptions are the so-called interface
neurons, which are marked with a speciﬁc tag (Input/Output). These neurons
are the interface to the motors and sensors of the robot and thus cannot be
removed during evolution.
Element

Attributes

Common Properties

Neuron

Bias
TransferFunction
ActivationFunction

ProtectBias
ValidBiasRange
ProtectTransferFunction
ProtectActivationFunction
NoSynapseSource/Target
Input/Output
ModuleInput/ModuleOutput
ExtendedModuleInterface
FlipActivity

Synapse

Weight

ProtectWeight
ValidWeightRange

NeuronGroup Member Neurons
Constraints
Neuro-Module Member Neurons
Constraints

ModuleType
CompatibleTypes
PreventModuleReplacements
MaxNumberOfSubModules
MaxNumberOfMemberNeurons

All Elements

Protected
ProtectExistence

Position

Table 1: An overview of the network elements, their attributes and their
supported main properties. The meanings of speciﬁc properties are explained
in the text.
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4.2 Neuro-Modules
Neuro-Modules are groups of neurons with a ﬁxed interface to the surrounding network parts. A neuron can be a member of only one neuro-module at the
same time. That way neuro-modules partition the network into well-deﬁned
sub-networks. As neuro-modules can be composed of other sub-modules,
neuro-modules provide a way to organize a neural network in a speciﬁc topological and hierarchical manner.
Neuro-modules are usually treated as functional building blocks, e.g. an
oscillator, a classiﬁer, a reﬂex loop or a memory unit. Because of this, the
neural implementation of the module – thus its inner structure – is not of
relevance for other parts of the neural network, that utilize such a module. Important for using a module is solely the neural interface it provides.
Neurons in a module can be tagged as module interface neurons (ModuleInput/ModuleOutput) which makes them visible from outside of the module.
By default a module interface neuron is visible only for all neurons of the
direct parent module. To increase the visibility of an interface neuron, it may
be tagged as ExtendedModuleInterface, associated with a number, specifying
the depth of its visibility. Figure 2 shows some examples.
Module interfaces reduce the search space, because they reduce the number
of valid synaptic connections to a well deﬁned subset, preventing arbitrary
connections, which would make the development of functionally distinct subnetworks more diﬃcult.

Fig. 2: Visibility of interface neurons in neuro-modules. Neurons marked as
input (output) may be the target (source) of synapses from neurons outside
of a module. The visibility is indicated by the module name after the underscore. The extended interface depth is given in square brackets. Neuron
Output ACD is also visible outside of A.
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4.3 Constraints
To restrict the search space further the network can be constrained by the
user. One method to do this is the usage of the already mentioned property
lists of each element. With this mechanism local properties of the evolution
can be inﬂuenced, e.g. to prevent certain connections or to forbid the manipulation of speciﬁc network attributes.
Apart from these low level restrictions ICONE also supports high level
constraints on neuron groups and neuro-modules. Table 2 shows some useful
examples.
Name

Constraint

Cloning
Symmetry

Clones all elements of a group or module to the target group.
Makes two modules or groups symmetric/antisymmetric horizontally or vertically. The symmetry may include incoming, outgoing
and mutual synapses. Symmetry may be on structure only or
including weights and biases.
PreventConnections Prevents synaptic connections between members of the group.
ForceConnections
Forces synaptic pathways between all members of two groups.
AttributeCalculation Evaluates equations to calculate the weight or bias of
neurons and synapses depending on other synapses and neurons.

Table 2: Some useful neuron group constraints to restrict the search space.
In addition to such standard constraints, the user may deﬁne custom constraints, that can be very speciﬁc. This allows the deﬁnition of functional
modules, that may be mutated during evolution, but whose function is preserved by a specialized constraint. An example may be an oscillator: changes
of the synaptic weights during evolution may inﬂuence frequency and amplitude of the oscillation, while destructive changes are prevented by a constraint
through corrections at the synapses.
Allowing fully conﬁgured functional neuro-modules as building blocks during evolution speeds up the search process. Thus, already known neural structures do not have to be reinvented over and over again. Therefore experiences
from already completed experiments can be transferred to a library of modules, which may be exploited during future experiments.
Constraints are the main contributors to search space restriction. Applying
for instance a symmetry constraint on parts of the control network reduces
the search space by half of the constrained network section. Using the clone
constraint to reuse a module in many places of the network without loosing its
evolvability reduces the search space to the original module only. All cloned
modules are automatically adapted and can beneﬁt from enhancements immediately. And even the simple constraints to prevent or force connections
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between neurons avoid the evaluation of individuals, whose structure does
not fulﬁll the requirements to be a potential solution.

4.4 ICONE Evolution Algorithm
The main algorithm of ICONE is - similar to most evolutionary algorithms
- a cyclic application of evaluation, selection, reproduction and variation to
a population of individuals (Algorithm 1). The initial networks hereby are
networks prepared by the user with the search space restriction methods
described above. The initial generation contains all starting networks and a
number of randomly modiﬁed versions of these networks.

Algorithm 1: Main Evolution Loop
Data: Iinit a set of domain speciﬁc, constrained start networks
1 begin
2
P ←− Iinit
3
if sizeOf (P ) < popSize then
4
P ←− P ∪ completeInitialP opulation(popSize − sizeOf (P ))
5
6
7
8
9
10
11
12
13

repeat
foreach individual pi ∈ P do
Evaluate(pi )
Pbest = keepBestIndividuals(P )
Pnew = CreateOffspring(P, popSize − sizeOf (Pbest ))
foreach individual pni ∈ Pnew do
VariationChain(pni )
P ←− Pbest ∪ Pnew
until suﬃcient solution found

14 end

4.4.1 Evaluation
During the Evaluation phase each individual is evaluated in one or more
slightly randomized environments, so that the start conditions for each experiment vary from trial to trial. The ﬁtness of each individual is calculated
from all trials during its evaluation. Usually this is the minimum or mean
ﬁtness of all trials, because this supports the evolution of controllers, being
robust to environmental noise. Fitness functions can have parameters, that
can be adjusted during the evolution to adapt the ﬁtness to the progress
of the evolution. Because of the many necessary evaluations and the related
personal and material overhead, networks cannot be practically evaluated di-
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rectly on the physical hardware. Therefore neuro-controllers are evaluated in
a physical simulator. In our implementation the evaluation of the individuals is additionally distributed on a computer cluster, so that the interactive
control of the algorithm is possible in real-time.

4.4.2 Selection
Each generation is composed of the best individuals of the parent generation (elitist selection) and new individuals, which are created as variations
of selected parents. The selection method in ICONE can be exchanged and
supports approaches like tournament selection, rank based selection and selection with ecological niches [50, 51]. The chosen selection method creates
the required number of oﬀspring (CreateOffspring phase), which only contain pointers to their parents, but not already a network. The actual network
is later created during the reproduction and variation phase (see 4.4.3).

4.4.3 Reproduction and Variation
The genomes of new individuals are created by the so-called VariationChain
(Algorithm 2). This algorithm ﬁrst prepares new individuals without genomes
by cloning their ﬁrst parent. Then modular crossover is applied (see section
4.4.4) to exchange genetic material with the second parent. The resulting
network then gets modiﬁed through the actual variation chain.
This chain contains an extensible number of variation and ﬁlter operators.
These operators can directly modify the neural network, e.g. to add neurons,
remove synapses or change properties. Common operators are listed with a
brief description in table 3.
The variation chain is executed at least once on each genome. However,
variation operators may reject a genome, if it does not meet operator speciﬁc
requirements. If at least one variation operator rejects a genome, then the
entire variation chain is applied again to give all operators the chance to further modify the genome until all requirements of all operators are met. If this
cannot be achieved during a given maximal number of chain iterations, then
the individual is entirely removed from the generation. This avoids the evaluation of networks that do not fulﬁll user deﬁned requirements and therefore
cannot be a solution to the problem.
The ﬁnal operator in this chain is the ConstraintResolver (Algorithm 3).
This operator tries to resolve all constraints in the target network. Because
constraints may inﬂuence each other by modifying the network, all constraints
are applied repeatedly until all constraints have been successfully resolved,
or if the maximum number of iterations has been exceeded. Individuals with
unresolved constraints are removed from the generation, hence networks with
conﬂicting constraints cannot evolve.
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Algorithm 2: VariationChain(P)

1
2
3
4

Data: P a set of individuals
Data: M an ordered list of mutation operators
begin
foreach individual pi ∈ P do
if hasN oGenome(pi ) then
setGenome(pi , CloneFirstParent(pi ))
if hasT woP arents(pi ) then
ModularCrossover(pi )

5
6
7
8
9
10
11
12
13

n ←− maxIterations
repeat
valid ←− true
foreach mutation operator mj ∈ M do
executeOperator(mj , pi )
if isN otV alid(mj , pi ) then
valid ←− f alse

14
15
16

execute ConstraintResolver(pi )
if ConstraintResolver failed then
valid ←− f alse
n ←− n − 1
until valid = true or n = 0
if valid = f alse then
remove pi from P

17
18
19
20
21 end

Name

Function

Add/Remove Neuron
Add/Remove Synapse
Add Neuro-Modules
ChangeBias/Weight
Custom Filters

Adds or removes neurons to/from the network.
Adds or removes synapses to/from the network.
Inserts predeﬁned functional neuro-modules from a library.
Changes neuron bias or synapse weights.
Rejects networks not fulﬁlling user deﬁned requirements.

Table 3: Variation operators of the variation chain.

4.4.4 Modular Crossover
The exchange of genetic material between individuals has the potential to
speed up evolution, because useful sub-networks do not have to be reinvented
in each direct lineage. To prevent destructive eﬀects during crossover, the
modular crossover (Algorithm 4) operator exchanges only compatible submodules while keeping the connections towards them.
The compatibility of two modules is deﬁned by the module type, a module’s
type compatibility list and the module’s interface structure. If a module m1
has a type listed in the compatibility list of module m2 and if the number of
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Algorithm 3: ConstraintResolver(p)

1
2
3
4
5
6
7
8

Data: p a single individual
Data: C the set of all constraints used in the network of individual p
begin
n ←− maxIterations
repeat
modif ied ←− f alse
foreach constraint ci ∈ C do
applyConstraint(ci )
if ci made changes to the network then
modif ied ←− true

10
11
12

n ←− n − 1
until modif ied = f alse or n = 0
if modif ied then
report resolver failed

13
14

else
report success

9

15 end

Algorithm 4: Modular Crossover(p)

1
2
3
4
5
6
7
8

Data: p a single individual
Data: N1 the neural network of individual p
Data: N2 the neural network of the second parent of p
begin
M 1 ←− all unprotected modules of N1
M 2 ←− all unprotected modules of N2
foreach module mi ∈ M 1 do
if rand() < crossoverP robability then
Mmatch ←− all modules of M 2 matching type and interf ace of mi
mf lip ←− randomly chosen module from Mmatch
replace mi in M 1 with a copy of mf lip

9 end

input and output neurons in the modules are equal, then m1 is compatible
with m2 and therefore can replace m2 . That way, modules can be separated
into compatible module classes, which enhances the probability that networks
with exchanged modules still perform well.

4.4.5 Incremental Complexification and User Interaction
To keep the search space low, evolution is started with as few neurons and
synapses in the networks as possible. The insertion probabilities for neurons
and synapses should be low and thoroughly controlled by the user during evolution. Smaller networks do not only lead to a smaller search space, but also
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to networks, at which structure and dynamical properties can be understood
more easily.
During evolution the user can observe and examine each individual and react on the development process. This is assisted by using a computer cluster to
evaluate the individuals. Interactions may involve adaptations of parameters
of the mutation operators or the ﬁtness function, implantations of promising network structures into individuals, removal of undesired structures and
changes of the simulation environment. Thus, evolution is not used (only) as
a batch process, that autonomously ﬁnds solutions to the problem. Rather it
serves as a search assistant to support the user to validate the suitability of
certain neural approaches. The focus in searching with ICONE is not only to
get a solution to the problem, whatever it may be. In contrast, the problem
should be solved in very speciﬁc, previously speciﬁed ways. This allows the
systematic investigation of speciﬁc neural paradigms and organizations.

5 Evolving a Walking Behavior for the A-Series Robot
The evolution of behaviors for the A-Series robot is shown exemplarily with
the evolution of a humanoid walking behavior. Walking, as the main locomotion behavior for a humanoid robot, has been realized with evolutionary
approaches in diﬀerent ways for a number of robots. Most of the approaches
evolve walking controllers in simulation with a simpliﬁed robot morphology
and a small neural interface. A popular approach is the evolutionary optimization of weights in predeﬁned ﬁxed-topology neural networks [52–55] or
the optimization of network model parameters [56,57]. The evolution of such
networks is often successful when the network topology is known or the number of fully interconnected neurons is low. When the morphology of the robot
is not ﬁxed, then co-evolving the robot body and the controller becomes an
option [58, 59]. This can lead to simpler controllers due to the evolutionary
development of bodies that are optimized for walking. However evolving a
neural controller for a given physical humanoid robot using structure evolution is diﬃcult to achieve.
The evolution of a walking behavior for the A-Series humanoid is a challenging task because of several reasons. First, almost all joints are involved
in the behavior and hence also their sensors. Because of the many input (38)
and output neurons (42), the search space is quite large. Second, the behavior is very sensitive to the implementation of the motor and sensor models
and the modeling of the physical body properties. Small diﬀerences between
the simulated model and the physical robot can easily prevent a successful
transfer of the evolved controllers to the physical machine. Third, trying to
evolve walking from scratch without restrictions in a single step often leads
to many undesired local optima, that do not represent behaviors close to the
desired type of walking.
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To cope with the given problems – large search space, diﬃcult ﬁtness
function, transfer to hardware – the experiment has been divided into three
consecutive evolution experiments: learning to march in place (section 5.1),
learning to walk forwards (section 5.2) and transferring the walking behavior
to the physical robot (section 5.3). This incremental evolution approach [12,
31, 60] allows a start with a simple, relatively easy solvable task, which is
then iteratively made more complex. This leads to simpler ﬁtness functions
and an improved convergence behavior. Furthermore partial solutions can be
used as starting points for many diﬀerent consecutive evolution experiments.
Therefore they serve as a kind of fall-back point for diﬀerent routes towards
the desired target behavior.
The evolution experiment takes place in a physical simulator for the ASeries humanoid. The simulator uses the Open Dynamics Engine (ODE)3
to simulate the rigid body dynamics. The simulation models of motors and
sensors have been modeled according to data recorded on the physical robot.
The interface to the neural networks is similar to the one on the physical
robot, so that neuro-controllers from simulation can be transferred to the
robot without modiﬁcations. To obtain a similar behavior on both target
platforms, the limited accuracy of weights, bias values and neural activities
on the AccelBoards have also been modeled in the simulator. All recurrent
neural network controllers use the additive discrete-time neuron model with
tanh transfer function [61]. Both, the simulation and the ICONE evolution algorithm have been implemented within the Neurodynamics and Evolutionary
Robotics Development kit (NERD) [62].

5.1 Learning to March in Place
The A-Series robot cannot – due to its physical constraints – stand stable
on a single leg. The motors of the A-Series, especially in the ankles, are too
weak to simultaneously counteract the weight of the robot and to do ﬁne
control of a desired angular position. Therefore walking is not assumed to be
a static movement from a stable one-legged standing position to another, as
often seen in humanoid robots. Instead a dynamic, pendulum-like walking is
implemented. The stability for the A-Series robot has to originate primarily
from the dynamics of the pendulum-like lateral swinging of the robot while
staggering from one leg to the other.
As starting point for walking it is assumed that the robot should be able
to lift its legs in a regular, periodic way. To achieve this the ﬁrst task for the
robot is to step from one leg to the other on the spot without falling over.
3

http://www.ode.org/
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5.1.1 Simulated Environment and Fitness Function
The environment of the robot consists of four balks at 10 cm height that
restrict the operational range of the robot (ﬁgure 3). These balks support
the development of stepping behaviors that keep the robot near its starting
position. All collisions between the robot and the balks or the ground (except
with its feet) stops the evaluation immediately. The approach to stop evaluation at the violation of hard constraints has shown its beneﬁt in many other
evolutions. It speeds up evolution by preventing wasteful evaluation time on
controllers, that do not fulﬁll all constraints of the behavior. Combined with a
suitable ﬁtness function, that prefers individuals with longer evaluation time,
the evolution of controllers outside the desired speciﬁcations can be avoided
right from the beginning.

Fig. 3: The simulated A-Series robot in its evaluation environment for marching in place with constrained operational range.

The ﬁtness function combines several aspects of the stepping motion, that
can be weighted separately with parameters δ and γ. The ﬁrst aspect is the
maximal stepping height h during one step. This favors controllers that lift
the leg as high as possible. The second aspect is the step duration d. The
longer a footstep takes, the better, because large steps are desired for walking,
which require some time.
To use footsteps j as the measuring unit in the ﬁtness function, and due
to missing foot contact sensors, footsteps are detected monitoring the height
of the feet. A new footstep is assumed to take place, when the diﬀerence
between the minimal height of both feet changes its sign. To avoid the false
detection of footsteps caused by noise or vibrating behaviors, the feet have
to reach a minimal distance |dmin | after the sign change. dmin hereby can be
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adjusted as a parameter of the ﬁtness function. The current footstep count
at time step i is s.
The ﬁtness f at time step i is given by
fi =

s−1
∑

(δhj + γdj ) ,

(1)

j=0

that is, fi is the sum of the maximal heights hj at footsteps j and their
duration dj up to the previous footstep (s − 1). Only summing up to the
previous footstep avoids controllers that try to maximize duration or height
in an uncorrectable one-time attempt, such as lifting the leg very high by
falling over to the side. Fitness therefore is only gained for motions that lead
to another footstep.

5.1.2 Neural Network Templates
The starting network for this behavior is constrained with the techniques
described in section 4. As can be seen in ﬁgure 4 the basic neural network
with its 38 sensor and 42 motor neurons would be diﬃcult to understand
without structuring the network.
All modules with names starting with AB (abbr. for AccelBoard ) represent
the hardware controller boards on the robot. Using modules to structure the
network according to the hardware boards allows an intuitive understanding
of the location of the sensors and motors. Furthermore, constraints on these
modules enforce evolved networks to satisfy all constraints originating from
the hardware, like the maximum number of neurons and synapses per board
(limited by memory and execution time), and the maximum number of neurons visible to other boards (limited by the communication bus). Obviously,
neurons outside of the AB** modules are prevented, because otherwise the
network could not be transferred to the hardware.
To restrict the search space for the evolutionary algorithm, all motors
and sensors not needed for the transversal movements, have been protected
and hence cannot be targeted by mutation operators. This aﬀects all motors
and sensors, except the transversal hip and ankle motors, including their
corresponding angular sensors, and the transversal acceleration sensors at one
shoulder and the feet. Arms and knees have been ﬁxed at suitable angles to
support the task statically. The motor torque neurons have been ﬁxed with
a bias of 1.5, so the networks in this experiment are forced to control the
motor angles with maximum torque. As stated in section 4.4.5 this induces
a certain kind of desired solution, namely to control the motion with the
angular motors, based on acceleration sensors. Diﬀerent constraints would
lead to very distinct solutions, e.g. when the motors would be forced to be
controlled by torque or by including other sensors.
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Fig. 4: The neural network template for marching in place. Neurons with
names are interface neurons of the robot (motors and sensors). The actual
names are not important here. Interface neurons of modules are marked with
an I (input ) or O (output). Allowed synaptic pathways are indicated by black
dotted lines.

As an additional constraint the lower six AB** modules have been organized into two larger modules to realize symmetry between the left and the
right side. All elements on the left side are horizontally mirrored to the right
side. All incoming synapses of these two modules have been chosen to be
anti-symmetric, i.e. they get synapses coming from the same external neurons, but with reverse signs. All mutual synapses between both sides have
been chosen to be symmetric.
The A-Series motor neurons represent the desired joint angle of a motor.
Thus no additional controller is required to hold a given angle. Nonetheless,
it makes sense to connect each motor neuron with a controller, that limits
the rate of change of an angle setting to smoothen the motions, to protect
the motors and to simplify the transfer of the controllers to the hardware
later on. The latter is the case because the motors behave less predictably
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near their operational limits and hence are diﬃcult to simulate adequately
for this case.
The structure of these controller modules is given in advance, but the
synapse weights are open for mutations to manipulate their reactivity and
characteristics. Because each motor neuron should be equipped with such a
controller, it makes sense to use only a single mutable controller prototype in
the network, and a clone of this prototype in each place where a controller is
needed. That way only a single controller module is part of the search space.
The same holds true for the ﬁlter modules used at each acceleration sensor. The signals of the acceleration sensors are not smooth and hence diﬃcult
to use. Filtering the signal reduces the eﬀect of spikes, but induces a delay.
Therefore, the ﬁlter properties of one prototypic ﬁlter module should be open
for evolution to ﬁnd the best suitable ﬁlter behavior, while every other acceleration sensor is ﬁltered by a clone of this mutable module.
Finally synaptic pathways (black dotted arrows) have been introduced to
restrict the possible connections between modules. These pathways force all
new synaptic connections to be added only between the speciﬁed modules,
including visible interface neurons of their sub-modules. Here, only connections from the shoulder sensors to the hip and feet modules, and from the
feet modules to the hip modules, are allowed.
The search space is illustrated in ﬁgure 4: all modules that can be modiﬁed during evolution are highlighted with black dotted boundaries. All other
modules are either ﬁxed, or depend on one of the other modules due to a constraint. However some of the ﬁxed modules contain mutable elements, which
are also part of the search space.

Fig. 5: Some examples of neural oscillator modules [63, 64] that can be used
as building blocks during evolution.
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Other network templates used for the experiments were variations of the
above described network. In some networks additional functional modules
have been allowed, such as oscillatory pattern generators like those shown in
ﬁgure 5. These networks can exploit and adapt the periodic pattern signals for
the behaviors, without having to (re-)invent the oscillators during evolution.

5.1.3 Evolution Settings
The experiments have been conducted with a variety of parameter settings
for the evolutionary algorithm (see table 4). These parameters were interactively adapted during the evolution according to the convergence behavior of
the algorithm. Therefore instead of exact parameter settings for each experimental run only general ranges are given, in which the parameters have been
varied during each evolution run.
Operator

Parameter

Setting

General

Population Size
Max Simulation Steps per Trial
Number of Trials per Evaluation
Tournament Selection Tournament Size
Keep Best Parents
Modular Crossover
Crossover Probability
Crossover Probability per Module
Add Synapse
Probability
Number of Insertion Trials
Add Neuron
Probability
Number of Insertion Trials
Change Bias
Change Probability
Deviation
Change Weight
Change Probability
Deviation

[100, 200]
[500, 3000]
[2, 5]
[3, 5]
1
0.5
0.5
[0, 0.02]
[0, 5]
[0, 0.005]
[0, 2]
[0.005, 0.015]
[0.005, 0.02]
[0.01, 0.2]
[0.005, 0.2]

Table 4: Settings of the main evolution operators. The settings are given as
ranges in which the parameters have been varied during interactive evolution.
The functions of the operators are listed in table 3 on page 13
.

As a rule of thumb, all operators mentioned in table 4 have been active,
starting with very low probabilities for search space extensions (Add Neuron,
Add Synapse) and with a relatively high potential for changes of synapse
weights and bias values (Change Bias, Change Weight). During evolution the
probabilities for structural changes were increased when the results converged
to an undesired local optimum, so that more complex structures could evolve
to overcome the local optimum. The probabilities of weight and bias changes
and their average amount of change were decreased when a promising area
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of the solution space was reached, so that the behavior of the network could
be ﬁne-tuned.
The probability for modular crossover usually was about 0.5 to support the
transfer of genetic material between lines of ancestries. The number of trials
indicates how often each individual is evaluated with slightly randomized
environments, e.g. alterations of the starting angles.
As selection method an implementation of the standard Tournament selection [65] was used.

5.1.4 Results
The evolution was performed 33 times for about 100 to 300 generations per
evolution, depending on the observed progress. In 21 cases, networks have
been found that solve the task and provide a valid starting condition for the
next evolution scenario. The ﬁtness progress during the evolution (maximal
and mean ﬁtness, variance) for the best solution is shown in ﬁgure 6. The
progress of the maximal ﬁtness for the next best 10 evolution runs are shown
in ﬁgure 7.
25
Max
Mean
Variance

20

15

10

5

0

0

50

100

150

200

250

300

Fig. 6: Maximal and mean ﬁtness of the best evolution run for the march-inplace task.
Because of the constrained network the implemented strategies are not
too surprising. In the networks driven by the acceleration sensors, the main
strategy was to destabilize the robot with the transversal hip or ankle motors
according to the swing phase. Once swinging, the transversal acceleration
sensors provide an oscillatory signal, that is used to control the hip or ankle
motors. An example of such an acceleration sensor driven behavior is shown
in the time series in ﬁgure 8.
However 12 evolutions did not come up with satisfactory solutions. Even
with the symmetry constraints between the left and the right side, many be-
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Fig. 7: Maximal ﬁtness of the 10 best evolution runs not including the very
best run (ﬁgure 6) for scaling reasons. Fitness curves dropping to zero indicate
evolution runs that were interactively stopped due to stagnation.

Fig. 8: Time series of the robot controlled by a resulting network for the
march-in-place task.

haviors resulted in unstable, irregular motions. This was especially the case
when the acceleration sensors of the feet were connected to the ankle motors.
As the movement of the ankle motors directly inﬂuences the acceleration sensors on the feet, this leads to an isolated, unsynchronized swinging behavior
locally to each leg, which could not generate a stable global behavior. This
suggests that the feet sensors may only be useful if the feet remain at ﬁxed
angles while their sensor signal is used to control the hips. Such solutions
can be avoided interactively during evolution by preventing these kind of
connections and therefore by excluding this type of frequent local optimum.
Network solutions based on neural oscillators (ﬁgure 5) usually worked out
ﬁne for a while. But because these networks did not respond to the sensors,
these pattern generator based networks tended to be unstable on the long
run due to their inability to adapt to the (noisy) state of the robot’s motion.
Figure 7 gives a rough overview on the performance of the algorithm for
this experiment. As comparisons with other algorithms are diﬃcult due to
the interactive approach and therefore due to the involved user experience,
these graphs should give a general idea about the usability of the method.
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Nevertheless, one observation can be made: applying the EN S 3 algorithm or
NEAT to an unconstrained, empty starting generation with networks of this
size, solutions for this problem have not been found at all.

5.2 Learning to Walk Forwards
Based on the results of section 5.1 the next step towards walking was conducted: modifying a stepper network to move forwards. Adding forward movement is only one next possible step. A possibility could have been ﬁrst to
stabilize the stepping behavior to make it more robust to small bumps on the
ground or a shaking ﬂoor. Another next step could have been an optimization
of the leg lifting by involving the motors and sensors of the sagittal plane of
the knees, ankles and the hip. However in this document we continue directly
with walking forward due to space limitations.

5.2.1 Simulated Environment and Fitness Function
The environment for the walking experiment (ﬁgure 9) gives the robot space
to walk forwards, but still restricts its operational range to the sides and
backwards. In these directions balks obstruct the path of the robot. As in
the experiment before, collisions with these balks immediately stops evaluation. Thus undesired behaviors, like moving backwards or in circles, can
be avoided eﬃciently. To avoid a common local optimum during evolution,
namely moving by vibrations instead of steps, obstacles have been introduced
in regular intervals. To overcome these obstacles, the robot has to lift its legs
high enough to get the feet over the obstacle. To avoid the robot from tilting when the obstacle gets below the feet, the obstacles are implemented as
sliders, that are lifted to their target height with a soft spring. Stepping on
such an obstacle just makes it slide back below the ground without resulting in a bump. Therefore the obstacles hinder the feet only when colliding
horizontally, not vertically.
In the ﬁtness function a new term is introduced: xmax is the maximally
reached distance along the x-axis during the entire trial. The ﬁtness function
extends the one from section 5.1.1 by a weighted factor that rewards moving
along the x-axis:
s−1
∑
fi = σxmax
(δhj + γdj ) ,
(2)
j=0

that is, fi is the sum of feet height and footstep duration multiplied by the
weighted distance xmax . The distance from the origin at time step i, xi , is the
minimum of the distances of the head, waist and both feet from the origin
at that time step. Taking the minimum distance of several parts of the body
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Fig. 9: The simulated A-Series robot in its evaluation environment for walking
with constrained operational range and obstacles.

prevents the robot from becoming easily trapped in a common local optimum,
where the robot catapults the single relevant body part, e.g. the head or one
of the feet, as far as possible. Such optima have to be avoided right from the
beginning, because they are often dominant in the beginning of the evolution
and in general do not provide a suitable path towards desired solutions.

5.2.2 Neural Network Templates
Based upon solution networks for the previous task, the network templates
for the walking experiments have been derived (ﬁgure 10). It was chosen
to use one of the accelerator sensor driven solutions. The base network was
pruned to get the smallest working version of the network, so that evolution
may start with a minimal network again.
The major modiﬁcation of the network constraints is the activation of
additional motors and sensors by removing their protected property. The
networks now can also connect synapses to the sagittal motors of the hip,
the feet, the knees and the arms, and to their corresponding angular sensors.
This enables the robot to bend its knees to make higher steps, to move the
legs forwards and backwards, to use the feet tilt to push the robot forwards,
or to use the arms to keep balance during walking.
To prevent evolution from destroying the already achieved basic motion,
the existence of all involved synapses and neurons have been protected. However the weights of these synapses and the bias values of the neurons have
not been ﬁxed and remain mutable.
In the upper modules additional module interface neurons have been introduced. This new interface facilitates new neural structures in the upper
part of the body to make use of the arm motors and sensors. To include these
arm control modules, the synaptic pathways have been adapted, so that a
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Fig. 10: The neural network template for walking, based on a cleaned, slightly
adapted solution of the march-in-place task.

new pathway leads to these modules. It is assumed that the arm movement
may depend on the state of the hip joints, so the synaptic pathway runs from
the middle module to the arm module.

5.2.3 Evolution Settings
The evolution settings were similar to the previous experiments (see table 4
on page 21). Again, for the evolution no ﬁxed parameter sets have been used,
because the parameters are targets of an on-line observation and modiﬁcation.

5.2.4 Results
Evolution was able to generate walking control networks in 26 of 100 performed evolution runs. The ﬁtness progress of the best 10 evolution runs is
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shown in ﬁgure 11. The higher number of unsuccessful evolution runs may
be partly a result of the interactive evolution. Undesired approaches, that do
not seem to lead to a solution, can be stopped in early generations. Therefore
evolution runs have been stopped prematurely to focus the search on more
promising areas of the search space. In fact, all unsuccessful evolutions together had a average runtime of 44 generations, which is low compared to the
successful evolution runs, that had an average runtime of 156 generations.
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Fig. 11: Maximal ﬁtness of the 10 best evolution runs to solve the walking
problem. Fitness curves dropping to zero indicate evolution runs that were
interactively stopped due to stagnation or runtime limitations (at 150 generations).
As expected the sagittal hip or feet motors usually were used to realize
the forward motion. In some networks (like in ﬁgure 13) also the knees and
arms were utilized to get a better walking performance. The time series of
such a network is shown in ﬁgure 12.
The walking behavior still is not very human-like or elegant. Also, depending on noise and the obstacles on the ground, the robot turns from time to
time by a few degrees and continues its movement. This behavior is diﬃcult
to overcome, because the robot does not have feedback sensors for the direction and therefore is not able to correct such deviations. On the other hand,
taking the robot’s limited motor and sensor equipment into account, these
behaviors seem quite satisfactory.

5.3 Controller Transfer to the Physical A-Series Robot
Controllers evolved in the simulator usually cannot be transferred without
modiﬁcations, because the diﬀerences between the simulated robot model and
the physical machine are signiﬁcant. Although the main behavior in simula-
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Fig. 12: Time series of the robot controlled by a resulting network for the
walking task.

tion and on the physical robot is very similar, even small diﬀerences between
the two target platforms may make a dynamic behavior – like walking – to fail.
Some diﬀerences may be reduced by implementing more and more detailed
models of the motors, the sensors and the body structure. In practice however
this approach is limited by the performance of the utilized computers and the
time spent for the implementation of such a model. Some aspects may not
be taken into account at all, like small variations during the assembly of the
robot, fabrication related diﬀerences in the motor or sensor behavior, or just
behavioral diﬀerences caused by aging or heat. Other aspects are restricted
by the utilized physics engine, which may not support elastic material, such
as the plastic material of the robot’s body parts.
Therefore adaptations of the behaviors to the target robot are usually
unavoidable.

5.3.1 Evolving Robustness Through Robot Model Rotation
Using simulated robots during evolution will provide neuro-controllers, that
adapt to the simulated robot, but not necessarily to the physical one. Controller networks will optimize for all aspects of the simulated system, taking
advantage of any implementation detail. This includes modeling errors and
simpliﬁcations of the model. Because a convenient, error free robot model is
not feasible, any model will have implementation details that can – and will
– be exploited by evolution.
To reduce this eﬀect, a number of approaches have been proposed, such
as adding sensor noise [66], (post-)evolving or adapting individuals directly
on the hardware [67] or co-evolving the simulation properties along with
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the behavior controllers [68]. We use an approach called Model Rotation.
The idea is not to evolve controllers for a single simulated robot, but for a
variety of similar, but slightly diﬀering robots. The ﬁtness of a controller is
then the minimum achieved on all of the target platforms. Thus, the ﬁtness
corresponds to the robot model with the weakest performance. To get a high
ﬁtness, a neuro-controller has to perform well on all given robot models.
Because of this, the behaviors cannot exploit ﬂaws of the models, as long as
each model has diﬀerent weaknesses and strengths. Resulting controllers are
expected to work on a variety of similar robots, which means, that they are
robust to small variations between the robots. Such robust networks have a
higher chance to work also on other similar robots not used during evolution,
including the physical robot.
The robot models used during model rotation should not be seen just as
random variations (noise). Simple randomization works out only for some
parameters, like the angles at which body parts are assembled to each other
or the absolute size of the body parts. Randomly changing parameters of
more complex parts of the robot, like the motor and sensor models, often
does not lead to behaviors similar to the physical robot. This is due to the
high dependencies between parameters. Therefore entire sets of parameters,
or even diﬀerent model implementations, have to be found that produce a
similar behavior, but have signiﬁcant modeling diﬀerences. During evolution
each controller then can be evaluated with each of the given model parameter
sets.
Model rotation can be used during the entire evolution. This avoids partial
solutions that are too dependent on a speciﬁc motor model. On the other
hand, model rotation results in a much higher number of evaluations and
slows down the evolution process. Therefore it is often useful to start without
or with a limited model rotation and do a separate ﬁnal evolution with full
model rotation to optimize the results for robustness.

5.3.2 Manual Adaption
The ﬁnal step to transfer a controller to the physical robot is manual adaption. Even robust controllers often do not work out-of-the-box and require
some ﬁne-tuning. During this step the hierarchical, modular structure of the
networks is advantageous. The structured networks are easier to understand,
they assist in identifying the sub-networks responsible for speciﬁc functions,
and help to isolate the synapses that have to be modiﬁed to optimize the
performance of the controllers for the physical robot.

30

Rempis, Pasemann

5.3.3 Results
For the transfer to the physical A-Series humanoid, the network in ﬁgure
13 was chosen, because its pruned structure is easy to understand and allows some adaptations if necessary. Figure 15 shows the time series of the
transferred walking controller shown in ﬁgure 13.

Fig. 13: Successful acceleration sensor based walking network for the A-Series
humanoid.
This network was optimized for robustness with model rotation. Five distinct parameter sets for the motors have been used during the optimization,
each behaving closely to the physical machine for some test behaviors, but
each diﬀering in friction and control parameters. Figure 14 shows the ﬁtness
progression of the model rotation optimization. As can be seen the ﬁtness
started low compared to the ﬁtness achieved without model rotation. This
is due to the fact that the minimal performance determines the ﬁtness of a
controller, therefore a single failing attempt reduces the ﬁtness signiﬁcantly.
During evolution the ﬁtness increased to a ﬁtness level close to the one with-
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out model rotation. This indicates that the controllers became more robust
with respect to small diﬀerences in the motor model.
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Fig. 14: Fitness progress of a walking network during robustness evolution
using model rotation.
For some solutions, adaptations were necessary due to the ﬂexible body
parts and the stronger friction on the ground. The legs had to be straddled
wider and the upper part of the body had to be bent a bit forwards. Apart
from these small bias changes, the behavior control performed well on the
physical robot. Some solutions, as the one used in ﬁgure 15, did not require
any changes to the network at all and worked directly on the physical robot.
Nevertheless, due to friction, elastic body parts and a missing vertical stabilization behavior, walking on the physical robot is by far not as stable as
in simulation, where the simulated robot could walk hundreds of footsteps
without falling over.

6 Discussion and Conclusion
This chapter introduced the interactive neuro-evolution method ICONE designed for the development of large-scale networks serving as control systems
of autonomous robots. For demonstration a humanoid robot with 37 sensors
(proprioceptors) and 21 motors was chosen as a target system. The goal then
was to generate recurrent neural networks able to control speciﬁc behaviors
of this robot. Because an eﬀective structure of such neuro-controllers cannot
be given right from the beginning, the connectivity also has to be evolved.
The challenge for evolution algorithms is to cope with the corresponding
high-dimensional search spaces.
Our previous neuro-evolution technique, the EN S 3 algorithm [32], works
well for small neural networks with the network size having less than about
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Fig. 15: Time series of the physical robot controlled by the walking network
of ﬁgure 13.

30 neurons. In this domain many interesting experiments have been conducted [32, 69–71]. But with more complex robots, such as humanoid robots,
having a much larger number of neurons, the probability to produce a successful behavior drops down signiﬁcantly. In this domain the algorithm can not
practically be used to evolve the structure of the network. The optimization
of the weights of predeﬁned network topologies often still leads to successful
solutions, but with the drawback that there is no evolutionary discovery of
interesting neural structures.
The ICONE approach tries to tackle these problems by a number of search
space restriction strategies. The method does, of course, not solve the scaling problem of evolutionary robotics, but may shift the frontier of solvable
behavioral problems a bit further.
These strategies however also restrict the way a behavioral problem can
be solved. This aspect may be an advantage, because it allows the experimenter to specify own solution strategies in advance and guide the evolution
through a predeﬁned solution space. A diﬃcult behavior can then be tackled with a number of neural approaches using, for instance, networks driven
by acceleration sensors, central pattern generators (CPG), feedback-loops or
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sensor-modulated CPGs. Such an approach can be speciﬁed by a suitable restriction of the search space and by selecting a suitable set of building blocks
(neuro-modules) for evolution. The usage of functional neuro-modules also
allows the reuse of neural structures from previous experiments, even from
very diﬀerent target systems. To do so general functional neuro-modules can
be isolated and worked up to neural building blocks, which can be utilized by
evolutionary operators during upcoming experiments. That way even complex structures, like oscillators, memory structures, ﬁlters, controllers or behavior coordination modules can be exploited during evolution.
As the evolution process is interactive and highly dependent on the experience of the experimenter, this method is diﬃcult to compare with other
(batched) algorithms. This is further more problematic, because in the proposed high dimensional search space, the goal of the evolution is not so much
to ﬁnd solutions with focus on evolution performance, but on ﬁnding solutions at all. Therefore the given empirical information about run-time and
number of evaluations of the experiments are rather rough indications of the
performance, than detailed performance ratings. They should give the reader
a general idea about the usability of the method.
In the discussed example of a humanoid robot it was demonstrated how a
diﬃcult behavior – like walking – is divided into smaller and easier to evolve
successive subtask, and how the resulting behavior can be integrated on the
physical machine. The walking behavior is only one example of a number
of behaviors that have been realized for the A-Series robot. These behaviors
include:
•
•
•
•

diﬀerent kinds of walking,
stabilized standing on a shaking and tilting platform,
stabilized squatting to arbitrary knee angles in rough terrain,
dynamic pointing to objects and appropriate switching of the pointing
arm,
• gestures and fun motions, like hand waving, playing air guitar, saluting,
taking a bow, and others.
All of these behaviors were successfully transferred to the physical robot.
The corresponding library of neural behaviors now is part of the A-Series
humanoid platform and can be used to conduct experiments with communicating robots.

7 Future Work
The presented ICONE method is now applied also to other types of advanced
machines like the modular multi-legged walking machine Octavio4 and also to
4

http://www.ikw.uni-osnabrueck.de/∼neurokybernetik/projects/octavio.html
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a new class of mid-scale humanoid robots, the so called M-Series humanoids.
These 1.25 meter high M-Series robots are developed, as the A-Series robots,
by the Humboldt University of Berlin, and have been engineered from scratch,
integrating a number of interesting new features.
Equipped, for instance, with force sensors in the feet, current consumption
sensors in the motors, the use of multiple separate motors to control single
joints, the use of spring couplings at motors and the possibility to let joints
swing with minimal friction, this humanoid robot allows the exploration of
new types of controllers which can be very diﬀerent from those developed
for the A-Series robot. Certainly, the corresponding neural networks become
again much larger, using now 178 sensor neurons and 80 motor neurons.
Therefore additional constraint techniques will be examined and integrated
into the ICONE method, so that a library of new functional units and whole
neural networks for behavior control can be realized.
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