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Abstract. Evolutionary techniques are applied to develop the neural
control of humanoid robots. These robots were designed to act as agents
in language games played in the context of the EU-project ALEAR.
The basic ingredients needed to bring forth the desired behaviours are
described: an appropriate physical simulator of the robots, an interactive
evolution environment and various analysis tools. A modular approach to
neural control is taken and is supported by a corresponding evolutionary
algorithm, such that complete neural control networks are composed of
specific functional units, the so called neuro-modules. Examples of such
modules are described and their use is demonstrated by means of two
developed networks for a walking and a gesture behaviour.
Keywords: evolutionary robotics, humanoid robots, recurrent neural
networks, neurocybernetics
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Introduction

The control of humanoid robots is one of the challenging problems of autonomous
robotics research. Apart from comparably simple humanoid robots used in competitions like the famous Robocup challenge [1] – where the robots are specifically designed to be easy to control – there is a growing interest in complex,
larger and anatomically more human-like robots equipped with many different sensors, more exotic actuators and body proportions close to humans. Such
robots are of special interest because they may some day interact with humans
and their corresponding environments in a more natural way and without the
need of adapting the existing environments specifically for such robots. With
bodies and behavioural abilities being comparable to humans, such robots can
be integrated much easier to most environments that are already optimized for
human(oid) beings.
For language games, as performed in the ALEAR project, human-like behaviours are desirable because language depends on the behavioural and perceptive abilities of the users of that language. Thus, for perception camera sensors
should be included to talk about colours and spatial object relations. Furthermore, the robot should be able to manipulate objects to communicate about

actions and their effects, and the robots should – like humans – be able to use
gestures and body postures as part of their communication process. Therefore,
to study the evolutionary development of the language the agents are using, it
is beneficial to keep perception, behaviour and morphology of the interacting
robots close to that of humans.
Behaviour control of such machines, especially that of dynamic behaviours
like walking, running and stabilized standing on uneven or moving floors (like in
trains or lifts) is still an ambitious goal. Many humanoid robots achieve walking and stabilization mainly through static movements with fixed, predefined
trajectories, leading to inflexible, unstable, artificial looking motions. Other humanoids, utilising more exotic drives like artificial muscles, have more natural
looking motions, but usually are not able to use these motions in a robust way.
Also, many of these robots are very expensive – like the Honda ASIMO robot
[2] – and are not available or affordable for the language game community.
The Myon robot [3] developed in the ALEAR project is an attempt to close
this gap. The robot is affordable, has body proportions comparable to a human
child and is equipped with a large number of interesting sensors and motors.
These include acceleration sensors, force and angle sensors, a powerful vision
system with a fast moving camera, and joints controlled partially by multiple motors. The latter results in several advantages: Using several smaller and
cheaper motors instead of a single, very strong motor per joint lowers the cost of
the robot and simultaneously provides interesting new control capabilities, such
as antagonistic control, stiffness adjustments and control optimized to lower the
energy consumption or to extend the motor lifespan.
The control of this Myon robot is, also because of its multi-motor joints and
its large number of motors and sensor, far from trivial. To develop reactive controllers that can adapt the robot’s motions and react fast to its perceived sensor
inputs, the choice was made to use artificial neural networks as control structures. This also in the expectation of being able to design more flexible, natural
looking behaviours. Such neural networks have the advantage that they can operate in a highly parallel and distributed way; i.e., without a central control unit.
This fits of course optimal into the modular concept of the Myon robot. This
concept allows to operate all body parts – like arms, legs, head or body – separately or in any combination, which is possible due to a distribution of power
supplies and processor boards over all of the body. Furthermore the processing
capability of such networks is very broad due to their high dynamical properties, especially when used in closed sensori-motor loops, i.e. when interacting
with the environment through the robot’s perception and actions. Nonetheless
it is difficult to use recurrent neural networks in this context because they have
to become quite large and are difficult to design by theoretical means.
To cope with this problem, an approach from the field of Evolutionary
Robotics (ER) [4][5] has been utilized: artificial evolution of neural networks for
robot control. ER strives to understand the behaviour of biological organisms
by attempting to recreate such organisms artificially, typically using computer
simulations and evolutionary algorithms. Thereby, the embodiment of the artifi-

cial creatures, i.e., their interaction with the physical environment through their
body, their sensors and their actuators, is of great importance. The simulation
of so called animats [6] is only an intermediate step to find suitable bodies and
controllers that finally have to work on corresponding physical machines. For
the Myon humanoid this means that the design of appropriate controllers (and
in principle also of morphological details of the robot) has to be done in an artificial, simulated environment assisted by evolutionary algorithms. The whole
development process is completed by the transfer and final optimization of the
generated solutions on the physical Myon machine.
Following this approach, a simulator is required, that is capable of simulating
the physical properties of the Myon robot in the context of the ER approach,
having adequate accuracy and running with reasonable speed. This simulator
is described in section 2. Furthermore, all known evolutionary approaches generating artificial neural networks with dimensions as large as required for the
Myon robot – there are up to 178 sensor neurons and 80 motor neurons – have
difficulties to create the desired kind of behaviour controllers. Therefore, a new
constraint based method for neuro-evolution was devised as a variant of known
structure evolution algorithms for artificial neural networks. This new method
is described in section 3. One essential feature of this evolutionary method is to
generate and reuse neural building blocks, the so called neuro-modules. Section
4 describes some of these neuro-modules adopted for the evolution of neurocontrollers in the Myon robots. Two fully developed neuro-controllers are then
presented in section 5: A gesture generator network and a network controlling a
walking behaviour.

2

Simulating a Myon Humanoid for Language Games

The use of artificial evolution techniques to develop neural behaviour controllers
for robots like the Myon humanoid requires a fast and reasonably accurate simulator. This is necessary to perform the many evaluations of the generated individual behaviours provided by the evolutionary algorithm (see section 3). For
this the simulator of the NERD kit (Neurodynamics and Evolutionary Robotics
Development Kit) [7] has been developed. This simulator provides a variety of
features required for its use in the domain of evolutionary robotics, including an
exchangeable physics engine, access to all aspects of the simulation from flexibly
scripted fitness functions, a simple script language to describe and control simulation experiments and an extensible layer for artificial neural network control.
The simulator integrates smoothly with the evolution environment (see section
3) of the NERD kit.
A simulator for evolutionary robotics usually has to be fast on the one hand,
but at the same time precise enough to match the physical properties of the
target robot. Because of the complexity of the Myon robot – in particular the
multi-motor joints and the spring couplings at the motors – and the demand to
be able to transfer controllers to the physical machine after their development,
precision was considered to be more important than speed. However, the sim-

ulator and the evolution environment support the use of a computer cluster to
get a reasonable evolution performance.
The physical properties of the Myon robot have been chosen to be modelled
with the Open Dynamics Engine (ODE) [8], running with a high update rate
between 500 Hz and 1000 Hz. The physical properties of all body parts have
been modelled accurately concerning size, mass, centre of gravity and inertia
tensors. The shapes have been simplified to increase simulation performance.
The multi-motor joints have been realized with a specifically designed motor
model, that considers the spring couplings, the coupling of the parallel motors
via wire ropes and the so called release-mode. This release mode allows a motor
axis to rotate almost freely as if no motors were connected, so that for instance
free swinging motions become realizable. The individual motors in this model
can still be controlled separately, as it is possible on the physical machine. Thus
the motors can also be driven in an antagonistic way to realize stiffening. The
release mode can also be used only on a subset of the motors of a joint to increase
the energy efficiency of the motions.
All sensors of the physical robot, namely angular position of each single
motor, angular sensor of each joint, current consumption sensors, acceleration
sensors and the piezoelectric force sensors in the feet, have been modelled with
reasonable accuracy. Optionally the camera of the Myon robot can be simulated
as well. In this case the virtual camera renders images of the simulated scenario
to be processed by the vision software. To get more realistic images despite of
the simplified body shapes, arbitrarily shaped and textured geometries can be
attached to all body parts, so that the robot looks more realistic, without adding
complexity to the physical model. The simulator also provides some additional
sensors, like gyroscopes or force sensors, that are currently not available on the
physical robot. Such sensors can be tested in simulation and later be added to
the physical Myon robot.
The modularity of the robot has been addressed as well. Each modular body
part of the Myon robot can be used separately and in any combination. The robot
or its parts can also be connected to other objects in the simulation, like test
appliances (e.g. a cantilever arm as walking aid or a suspension attachment).
Also it is possible to apply forces to the robot, for instance to push it while
examining the stabilization properties of a controller.
The simulated environments and experimental set-ups can be designed with
a simple scripting language. It allows the definition of complex experiments for
controller evolution and to plan language game experiments before they are
realized with the physical robot.

Fig. 1. The NERD simulator with the Myon robot model in different configurations
showing the modular concept of the robot.

3

The Evolution Environment

Evolutionary algorithms, that are used in this context to develop neuro-controllers
for the Myon robot, are a class of stochastic gradient descent methods [9]. The
basic idea is that an evolutionary algorithm produces a number of stochastically
generated solution suggestions for a problem, which are all evaluated for their
performance with respect to the given problem. Based on this performance rating, the worst suggestions are discarded, while the best performing partial solutions are used as base to create the next iteration of solution suggestions. Hereby
these partial solutions are slightly modified or combined at random to get new
solution candidates. Over many such iterations, this leads to a broad sampling
of the search space around the best partial solutions in each iteration, which – if
the performance measure provides gradients – leads to a convergence to a local
or the global optimum. To evolve neural networks for the Myon robot, these
solution suggestions are descriptions of neural networks. Their performance is
evaluated by executing these networks on the simulated robot. The performance
measure is defined with a fitness function, that has to be carefully designed to
rate the performance of a specific robot behaviour. New network suggestions for
an iteration are generated by combining the structures of well performing networks and by randomly changing network attributes, like synaptic weights, bias
terms and the overall network structure. Hereby the dimensionality of the search
space, thus the number of variable parameters, is a crucial factor that determines
the suitability and performance of the evolutionary algorithm approach.

The Myon robot with its more than 260 sensor and motor neurons is a difficult target platform for evolutionary robotics approaches. This is due to the large
search space with its many variable parameters that makes it unlikely for conventional structure evolution techniques to find non-trivial neuro-controllers in
reasonable time. Therefore the new evolution technique ICONE (Interactively
Constrained Neuro-Evolution) [10] has been developed to tackle this difficult
problem domain. ICONE allows the user to induce and control constraints and
restrictions interactively on the evolving networks so that the resulting search
space becomes much smaller. These restrictions can be achieved by applying
domain knowledge and user experience on the network, which forces the evolutionary algorithm to search in predefined areas of the solution space. Such
constraints may enforce symmetries in the network, structure duplication, connectivity patterns, exclusive neural pathways, a hierarchical structuring of the
network through modules and sub-modules, hints for the evolution process and
more. With this technique a user can also determine to a large extend what
strategy the evolved network should exploit, allowing the systematic search for
specific control approaches. Another feature of the ICONE method is grounded
in the massive use of neuro-modules. The mutation operators of the evolutionary
algorithm can not only add new neurons and synapses to change the network
structure, but additionally also add entire, fully configured functional neuromodules. These modules can be selected from a library of neuro-modules, that
can be assembled for the specific evolution experiment. This allows the reuse of
functional neural structures designed or evolved in previous experiments. This
relieves the evolutionary algorithm from reinventing already known functional
neural structures and thus reduces the search space and speeds up evolution.
Examples of such neuro-modules are described in section 4.

To work with the large recurrent neuro-controllers, a graphical network editor
has been developed and integrated into the simulation-evolution environment.
The editor can be used to manually construct neuro-controllers, to prepare initial
networks for evolution and to manage constraints and restrictions on networks
during evolution. It also allows to layout large networks for a better comprehension of their structure and to observe and analyse the evolved neuro-controllers
as embodied systems. For such an analysis the activities of all neurons of a network can be observed on-line in the editor while the robot is interacting with
its environment or its partners in a language game. To investigate the neural
dynamics of an acting controller further a number of visualization tools are
available, like time series plots of neuron outputs, first return maps or phase
space plots. For more detailed analyses of network dynamics NERD provides
a set of plotters frequently used in the domain of dynamical systems theory.
These plotters allow the generation of bifurcation diagrams, iso-periodic plots,
basin of attraction plots and trajectory plots [11]. The role and significance of
synapses or neurons can be examined with reversible pruning experiments, thus
allowing “lesion” techniques to identify those system parts which are relevant
for an observed behaviour. With these analysis features one can study evolved

neuro-controllers as isolated dynamical systems, learn about their properties and
find ways to employ these properties for behaviour control.

Fig. 2. The interactive NERD neural network editor.

Finally, the evolved controllers can be exported to native code for the Myon
robot so that a fast transfer to the physical robots and an immediate start of the
language game is possible. This fast transfer also simplifies the final adaptation
of evolved controllers, which is often necessary to overcome the remaining differences between simulation and physical hardware. Parts of the network needing
revision can be rapidly modified in the NERD network editor, while the effect
of the changes can be observed on the physical machine with only little effort.

4

Neuro-Control for the Myon Humanoid Robot

To control the behaviour of the Myon robots with neural networks one has to
choose a specific neuron model. For simplicity, but without restricting the power
of this approach, the standard additive neuron model with sigmoidal transfer
function was preferred (see Fig. 3). The discrete-time dynamics of a network
composed of n of these neurons is given by the following equation:
ai (t + 1) = θi +

n
X

wij τ (aj (t)) ,

i = 1, . . . , n t ∈ {0, 1, 2, . . .} .

(1)

j=1

where ai ∈ Rn denotes the activity of neuron i, wij the synaptic strength or
weight of the connection from neuron j to neuron i, and θi = θi + Ii denotes the

sum of its fixed bias term θi and its stationary external input Ii , respectively.
The output oi = τ (ai ) of a unit i is given by the transfer function, preferably
the sigmoidal function τ = tanh. Alternative transfer functions, such as bounded
linear functions or the standard logistic function, can be chosen separately for
each neuron when needed.

(a)

(b)

Fig. 3. (a) The standard additive neuron model and (b) the sigmoidal transfer function
τ = tanh.

Furthermore a modular neural network approach is used, meaning that the
control networks consist of functional subunits, called neuro-modules. These are
smaller neural networks with defined input and output neurons that are connected through these interface neurons. This allows the combination of various
local network structures to complex control networks producing different behaviours of the controlled robot. The definite structure of these neuro-modules,
their parameter settings – such as synaptic weights (wij ) and bias terms (θi )
– as well as the connectivity of these subsystems, can be determined by the
evolutionary algorithm described above.
To put the idea across how the control network of a complete behaviour is
designed, we will first present some of the typical basic control modules, which are
used throughout many of the resulting neural controllers. Examples of complete
behaviour controllers will follow in the next section.
Diagram Descriptions and Conventions. In the following sections, neural networks are depicted as network diagrams. An example of such a diagram is shown
in figure 4.
A network diagram shows the neural network as a directed graph: neurons are
denoted as circles, the synapses as edges. Excitatory synapses – with a positive
synaptic weight – are indicated with an arrow at their end, while inhibitory
synapses – with a negative synaptic weight – end in a circle. The synaptic weight
is always printed close to the synapse it refers to. A bias value of a neuron is
printed to the right of that neuron. Shaded boxes indicate neuro-modules. All
neurons in such a box are part of the module, while other neurons belong to
external parts of the network. A large I marks a neuron in a module, that can

Fig. 4. Example of a network diagram showing the structure of the network including the synaptic weights, the bias values of the neurons and the module boundaries.
Optionally modules can have a name to clarify their function.

receive input from outside of the module. A large O marks neurons, that can send
output out of the module. These two neuron types are called interface neurons
of that module. To be able to refer to single neurons in the descriptions, some
neurons also have a name. In the descriptions these names are printed italic. In
larger networks, also modules can have names to clarify their function.
In some cases, time series plots of neurons are given to visualize the activation
development of these neurons over time. In all of these plots, the x-axis is the
number of update steps and the y-axis the output activity of the neurons.
Joint Controllers. One of the central neuro-modules for driving the torque controlled Myon robot is a position controller. Such a module provides an input
neuron to represent the desired angular position of a joint and controls the
motors of the joint to approach and hold that position. Such angular position
control modules work similar to so-called PID (proportional-integral-derivative)
controllers [12] that are frequently used in classical control approaches. The
neuro-module version of this control approach is shown in figure 5.

Fig. 5. The structure of a typical position control module for a joint of the Myon
humanoid.

The controller is composed of a differentiator part (Differential ), a single
neuron integrator (Integral ) and a proportional line (Proportional ). The input

neuron, fed by the signal of the angular sensor (AngleSensor) of a joint and a
desired angular setting (ReferenceAngle), represents the current deviation from
the desired angular position. The output neuron connects to one or more motors
of the same joint and forwards the necessary torque settings to reach and hold
the desired position. Neural PID controllers in general have to be adapted to
each specific joint, which can be done using the NERD evolution environment.
As in classical control theory, this type of controller can also be simpler, for
instance omitting the integral part (PD), the differential part (PI) or both (P).
A second frequently required module as a variant of the above angular position controller is an angular velocity controller. This controller module works
similar to the angular controller, but controls the angular velocity instead of
the angular position. The neural structure is displayed in figure 6. This module
also uses the angle sensor of the joint as input signal and derives the angular
velocity with a downstream differentiator structure. The controllable lower input
neuron (ReferenceVelocity) then is interpreted as the desired velocity instead of
the desired position.

Fig. 6. The structure of a typical velocity control module for a joint of the Myon
humanoid.

Oscillators. To induce rhythmic movements of a robot limb one can use neural
oscillators which send their signal for instance to the ReferenceAngle or ReferenceVelocity inputs of joint control modules similar to those described above.
Many neural oscillators have a fixed frequency. However, some more complex
oscillator versions also allow the adjustment of their frequency by other neuron
outputs, which can lead to very complex and adaptive oscillation patterns. Combining and coupling oscillators can, with suitably chosen or evolved structural
properties, be used to generate complex motions involving multiple, dependent
joints, such as walking, squatting, hand waving, bowing or crawling. With the
ability to switch or fade such oscillations or their output in and out, the motions can be shifted, slowed down and otherwise influenced by other parts of the

network, which can be used by stabilization mechanisms to adapt motions to
unexpected environmental conditions.
Among the simplest oscillator structures – using only two neurons – is the
so-called SO(2)-oscillator [13], shown in figure 7a. This oscillator has a fixed
frequency, which can be specified by setting appropriate synaptic weights. The
name stems from the fact that their weight matrix is close to that of matrices
describing rotations in the plane. A typical output of such an oscillator is given
in figure 7b.

(a)

(b)

Fig. 7. A simple neural oscillator. (a) The network of an SO(2) neuro-module and (b)
the time series plot of the module output.

For many applications it is more appropriate to use oscillators which change
their frequency in dependence of signals coming from other parts of the network.
An example of such an oscillator is shown in figure 8.

Fig. 8. A neural oscillator with frequency control.

This oscillator is a combination of an Integrator and a Hysteresis element
combined with a structure to slowly increase or decrease the integrator depend-

Fig. 9. Time series plot of the adjustable oscillator showing the oscillation behaviour
depending on the activation of the Input neuron.

ing on the state of the hysteresis element. The frequency of this oscillator can be
adjusted in a large range from 90 to 52000 update steps using the Input neuron
for control. The variability is exemplarily indicated in figure 9. Furthermore it
is possible to change the current state of the oscillator rapidly by directly influencing the integrator and hysteresis elements. With this the oscillator may be
reset or shifted to match changed environmental conditions and thus is superior
to fixed pattern generators.
Reflex Loops. The joints of the Myon robots can be driven efficiently also by
reflex loops directly controlling the motor torques or the input of velocity or
position controllers. This may be used for instance to drive an oscillatory movement of a limb. A basic reflex loop with one hysteresis neuron is shown in figure
11, where all three motor torques of a joint are controlled in parallel, thus the
motors are acting as one strong motor.

Fig. 10. A simple reflex loop to drive a joint in a rhythmical way.

To repetitively change the sign of the hysteresis neuron’s activation and therefore the direction in which torque is applied, the torques have to be strong enough
to push the joint angle beyond the neuron’s hysteresis interval. This interval de-

termines the range in which the hysteresis is stable. The width of the interval
can be changed with the weight of the self-coupling and be shifted with the input
coming from the SensorShift neuron. Therefore the centre position of the loop
is not necessarily in the zero position of the joint.

(a) Strength of the self-connection ws of (b) Weights of synapses towards the
the basic reflex loop changed from
motor neurons changed from 2 to 0.6.
1.7 to 1.1
Fig. 11. Time series plots of the hysteresis element of the reflex controller and the
resulting joint angle when used with a robotic arm. The arm is lifted against gravity,
which explains the longer time needed to reach larger angles.

Frequency and amplitude of the reflex-loop oscillations can be adjusted by
the weight ws of the self-connection of the hysteresis neuron and the weights
towards the motor neurons. With decreasing weight of ws the hysteresis interval
shrinks, the amplitude goes down and the frequency goes up (compare figure
11a). Changes of the weights towards the motor neurons lead to faster or slower
movements and thus changes the frequency of the oscillation. Figure 11b demonstrates the consequences of a reduction of these weights.
As can be seen in figure 11 the oscillations are strongly affected by gravity. In
the example the controller moves an arm up and down. Lifting the arm against
gravity hereby requires more time than when lowering it. So instead of controlling
the torque motor-neurons directly, it makes sense to control the input of a PID
velocity control neuro-module (Fig. 6), leading to more reliable motions less
influenced by the current gravitational forces.
Gravity can also be used in a constructive way with appropriate reflex loops:
A special feature of the Myon robot is the release mode of its motors. The reflex
loop in figure 12 makes use of this feature by simply connecting the hysteresis
neuron to the ReleaseMode output neurons. In that example the reflex loop
repeatedly lifts and lowers an arm. When the hysteresis neuron is positively
active, then the release mode is off, torque is applied to the joint, the arm is
lifted and the joint angle increases. When the arm is high enough to switch the
hysteresis element, then the release mode is enabled and gravity pulls the arm
down again without any motor torque. When the arm reaches its lower switching

point, the release mode is switched off and the arm lifts again. Because the downswinging phase is only driven by gravity, this is an efficient way to save energy.
Figure 12 shows the time series of this reflex loop. Many dynamic motions – such
as walking – generated with the help of this technique also often look smoother
and are energetically more effective than a typical, fully driven motion.

(a)

(b)
Fig. 12. (a) Reflex loop on left hip pitch motor (with 3 parallel motors) using the
release mode depending on the joint angle. The time series plot (b) shows the resulting
control of torque and release mode.

Antagonistic Motor Control. Another exceptional feature of the Myon’s mechatronical design makes the control of the humanoid’ movements more flexible:
Most joints are driven by more than one motor, which allows an antagonistic,
muscle-like activation of the motors leading to a certain, controllable stiffness of
the joint. The use of neuro-modules for such an antagonistic control of the joints
permits the utilisation of features like compliance control or a damping of the
movement.
In the following example (Fig. 13) [14] a neuro-module drives the two motors
of the shoulder pitch joint. The motors are used as analogues of agonist and
antagonist muscles. The neuron’s ReferenceAngle and DesiredStiffness permit
the control of the position as well as the stiffness of the joint. Both motors are
controlled by a neural position controller. But the additional sensors – motor

(a)

(b) Bias of DesiredStiffness is 0.2

(c) Bias of DesiredStiffness is 0.7

Fig. 13. (a) An example of an antagonistic control module with position and stiffness
control and (b, c) time series plots of different settings for the desired stiffness.

angles and motor currents – are also used for control. Stiffness control operates on
the difference of the two motor outputs using two integrator neurons to smooth
out this signal. Thus, the DesiredStiffness input controls the torque difference
between the two motors, allowing a control of both, total torque and stiffness of
the joint. This is shown in the diagrams of figure 13 comparing the effects of a
DesiredStiffness input of 0.2 and 0.7.

5

Examples of Developed Neuro-Controllers

The modular neural control approach for the Myon humanoid is demonstrated
by describing two basic behaviours for non-trivial language games: a gesture generator and the control of a walking behaviour. Amongst others such behaviours
are required to approach and manipulate objects, to orient the body towards
communication partners, and to support communication with a variety of gestures.
5.1

A Sensor-Driven Gesture Generator for the Myon Robot

In the ALEAR language games, gestures are an important part of the experiments. Gestures can be used to enhance or extend the developed language, for
instance to signal approval, rejection or confusion. Furthermore it is possible
to use gestures themselves as subject of conversations in the language games,
facilitating experiments to examine actions and verbs in artificial languages.
The following network (Fig 16) provides a rich set of gestures, including hand
waving, nodding, head shaking, arm waving, saluting, taking a bow, scratching
at the head, arm crossing, putting the hands on the back, stemming the hands
in the hip, pointing and more. Examples of the gestures are depicted in figure
14. To enhance the readability of the large network, only a subset of the network
is shown and the exact synaptic weights are omitted. Also only a tiny part of
the sensor layer is shown. However, the modular structure of the network allows
to explain all relevant network parts with the given network details.

(a) Hand
Waving

(b) Bowing

(c) Arm
(d) Arm
Crossing
Waving

(e) Saluting (f) Hands in
Hip

Fig. 14. A selection of gestures from the gesture generator network in the simulator.

Gesture Sub-Network Selection. The neural network for this behaviour provides
all gestures in a single network. Each gesture sub-network is organized in a
separate neuro-module (large modules on the left in Fig. 16, named after the
gesture they represent). All these gesture sub-networks are active simultaneously,
but certain network structures – the ContextGate modules – suppress the output

Fig. 15. Picture sequence of a ’hand waving’ gesture on the Myon robot.

of all but one gesture controller. So only a single gesture controller is active at a
time. This selection is realized by a simple filtering of a context signal, coming
from the control neuron BehaviorSelection in the upper left of the network. Thus,
the gestures can be selected just by altering the activation of this control neuron.
Each ContextGate module is configured with appropriate bias values such that
its Output neuron becomes active only if the activation of its Input neuron is in
a certain narrow range. Since all these modules have distinct, non-overlapping
ranges, only one module has an active output neuron at the same time. The given
suppression structure allows several dozens of separable ranges and therefore as
many gesture sub-networks working in parallel.
The suppression of a gesture sub-network works as follows: The output signal of a ContextGate module is used to control the activation state of the Block
neuron of its corresponding ChannelBlock module. Each such module has one
or more neural pathways where activations have to flow from the TrajectoryOutlineGenerator module at its left towards the TrajectoryController modules
at its right to affect the motor neurons. Left alone, the Block neuron is active
and fully activates its subsequent neurons, which results in a zero activation of
the output neurons. Thus, the module’s outputs do not have any effect on the
motor neurons. If, in contrast, the ContextGate module has a positive output,
then the Block neuron itself is suppressed and the pathways from left to right are
not blocked. Now all activations can pass from the trajectory outline generator
at the left to the trajectory controllers and finally the motor neurons to produce
the corresponding motion.
Trajectory Controllers and Motor Control. The gesture sub-networks do not
control the motor neurons directly, but instead set the inputs for the so-called
TrajectoryControllers. Each joint of the robot has an own trajectory controller.
These control modules have inputs to specify the desired angular position of the
joint and the desired movement velocity. Figure 16 only shows a subset of the
22 trajectory controllers for a better readability. The purpose of these modules
is to slowly change the current desired angular position to the actual desired
angle. Hereby the rate of change is determined by the Velocity neuron. With this
controller a motion can be realized just by giving a sequence of target angles for
all involved joints and by setting the corresponding motion speed. The actual
smooth trajectory then is produced by the trajectory controller. The motion
speed of all gestures can be dynamically influenced by other parts of the network

Fig. 16. Detail of a network providing multiple gestures and motions. For readability
reasons only a subset of the network is shown and synaptic weights are omitted.

by simply connecting another control neuron to all Velocity neurons. This allows
the simultaneous increase or decrease of the motion speed of all gestures up to
halting the movement. The repertoire of distinct gestures therefore is enriched
by different flavours of the gestures, such as hasty, sad, or bashful hand waving.
Each trajectory controller module controls the motor neurons of one joint
with an intermediate position PID controller (see page 9). The output of the
PID controller controls all responsible motor neurons of that joint (also multiple
motors like in module L.Sh.Roll PID). Thus the PID module controls the joint
to follow the generated – usually smooth – trajectory, so that the motion shapes
are independent of optional load or gravity.
All trajectory controllers can be disabled with a third input of the module.
This allows the combination of the entire gesture network with other behaviour
controllers that may use different control approaches.

Trajectory Outline Generators. Because the actual smooth trajectories of a motion are generated by the TrajectoryController modules when given a set of target
angles, a motion only has to be ’outlined’ with changing vectors of target angles.
This is accomplished by the TrajectoryOutlineGenerators. Each of these modules
produces the activations of the desired joint angles and forwards these as input
to the suppressible pathways of the ChannelBlock modules. These sets of joint
angles can be static (e.g. given by a bias value) or dynamic and fully reactive
based on the sensory input. All trajectory controllers in Fig. 16 are reactive
controllers. Details of how the angle vectors are generated are up to the user
or the evolution algorithm. A simple solution for a repetitive motion like head
shaking would be a simple hysteresis element (e.g. the ShakingTheHead module; see also page 12 for details about reflex loops). Other approaches may use
structures similar to the ContextGate module to detect whether a desired target
angle vector has been reached (Pos.Detector), and to switch between multiple
phases of the motion. Even complex motions can be modelled with this approach.
Put together, a large number of parallel, coexisting gesture controllers can
be realized in a single controller network. Each gesture can have arbitrarily complex motions and involve any available joint of the robot. Also, the controllers
are not just fixed pattern generators, but instead are fully reactive controllers
in the sensori-motor loop, matching the motion pattern to the sensory input,
e.g. guided by the vision system. The modular structure also simplifies the design of motions with evolutionary methods, because each motion can be evolved
separately and the search space is restricted to the TrajectoryOutlineGenerator
modules. Even there, the basic structure can be given in advance based on reasoning, and evolution only has to find the proper synaptic weights or involved
sensor set. These restrictions makes successful evolutions much more likely than
unconstrained evolutions.

5.2

A Walking Controller for the Myon Robot

The requirements for a walking behaviour in the context of language games are
robustness to changing environments and perturbations. Problems of controlling
such a behaviour arise due to the inherent instability of the Myon humanoid
which in turn is due to its small feet and its mass distribution which is similar to humans. Furthermore, the modular and decentralized control approach
requires novel concepts in contrast to traditional centralized humanoid control
such as zero-moment-point (ZMP) control [15]. Inspired by neuro-biological research [16], the approach taken here builds upon simple yet robust modular control structures in the sensori-motor loop (see section 4) where even the walking
rhythm is generated via sensori-signals. Modularity and sensori-motor couplings
are key features of walking control in humans [17]. The mutual coupling with
body and environment leads to an embodied control approach which should result not only in more robust and energy efficient behavioural performance but
also in more “natural looking” behaviours.
The neural walking controller depicted in Fig. 17a (schematics) and Fig. 18
(neural network) is modular and employs parallel and distributed processing,
which leads to a walking behaviour (see Fig. 17). The behaviour controller has
four main components:
(1) Each joint is equipped with a neural PD-controller (see page 9 and the
Position PD modules in Fig. 18) which receive a desired angular position as
input. In addition to the mechanical properties, the PD controller’s bias offset
and its proportional and derivative properties contribute to the joint’s resting
position and its spring and damping behaviour. They therefore provide the basis
for posture and movement control.
(2) A reflexive walking pattern generator [18] is responsible for the main behaviour (see lower pathways in Fig. 17a and module ReflexWalkingPatternGenerator in Fig 18). A hysteresis element (module FootForceSwitch) determines which
of the two feet carries the highest body load. This foot is defined as the stance
leg as opposed to the swing leg which carries less load. Due to an alternation
in the foot swing and stance phases, the hip- and knee-pitch joints, the waistroll joint as well as the shoulder- and elbow joints on the left and right body
sides are driven asymmetrically. The resulting movements – i.e. the shift of the
centre of mass above the stance leg, the swing leg protraction and the stance
leg retraction – lead to a swing-stance transition in one leg and vice versa in
the other leg. This in turn changes the forces at the feet and results – through
the force sensors in the feet – in a switching of the activation of the hysteresis neuron of the pattern generator module. This reverses the motor commands
and starts another step cycle effectively resulting in a limit cycle behaviour for
walking. As shown in Fig. 17b the duration of swing and stance cycles are not
fixed because the pattern is determined by an interplay of neural control, body
and environment.

Fig. 17. Example of a neural walking controller for the Myon robot: (a) Structure of the
controller with PD joint control modules shown in blue (compare also Fig. 5), posture
stabilization pathways shown in red and reflexive pattern generation pathways shown
in green. (b) Neural activities during walking demonstrating the variability in swing
and stance durations due to the complex interplay between neural control, body and
environment. (c) Picture sequence of 4 footsteps depicting the controllers “balancing”
capabilities during slow walking. Time details given in the pictures correspond to those
in the time series plot in subfigure b.

Fig. 18. Network for the walking behaviour. The network only shows parts of the
network relevant for the walking motion. Nine additional PD controllers responsible
for holding fixed positions of joints not directly involved in the walking behaviour are
omitted. Also many of the 260 sensor and motor neurons are not shown to enhance
comprehensibility.

(3) For a dynamic posture stabilization, the acceleration sensors in the upper
body and the lower legs are used (see middle pathways in Fig. 17a and module
PostureStabilization in Fig 18). To prevent the robot from loosing its balance
during walking, the acceleration sensors of the lower legs are combined and
compared to the acceleration sensors of the upper body, so that a corrective
signal can be generated. With this signal the controller tries to prevent that the
upper body becomes faster or slower than the support area of the feet. Therefore
the signal is used to influence the motion of the legs (hip, knee, ankles) to balance
out the body movement. To counteract overly strong corrective commands a
derivative component is added for damping.

(4) The walking direction can be influenced with neuron Direction of the module HeadingControl. This module influences the hip-yaw motors and leads to a
slight, asymmetric turning of the legs depending on the settings of the control
neuron, resulting in a curved walking path.
Together these network components produce a dynamic walking pattern for
the Myon robot. However, small variations of dynamical properties, that exist
when comparing the simulated and the physical robot, have a large effect in
such a dynamic, sensor-driven network. Crossing the so-called reality gap [5] and
thus porting the network from simulation to the physical robot is difficult and
time-consuming. Therefore this behaviour is – at the time of this writing – still
limited to the simulation.
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Summary

This contribution introduced the tools for evolving the neural behaviour control of the ALEAR robots acting as agents in language games. It described the
physical simulation techniques and the evolutionary environment which were developed for these applications. Distinctive features of the evolutionary algorithm
were outlined, based on a constrained modularization of the necessarily large
neural networks employed for the behaviour control of the humanoids. Constraints referring to domain knowledge incorporate symmetries, dependencies,
module cloning, and connectivity structures between or within modules. Using
a modular neurodynamics approach evolution operators like modular crossover
and neuro-module insertions are defined allowing the extension of a control network with already working functional sub-networks. Specific functional neuromodules were presented, pointing to exceptional features of the Myon robot like
multi-motor driven joints and the release mode of the motors. These modules
are part of a larger library of basic and advanced behaviours collected during
the ALEAR project. Thus, the hardware together with evolved neural control
allows a diversity of behaviours to be used for language games.
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16. Arndt von Twickel, Ansgar Büschges, and Frank Pasemann. Deriving neural network controllers from neuro-biological data – implementation of a single-leg stick
insect controller. Biological Cybernetics, 104(1–2):95–119, 2011.
17. Jaynie F. Yang, Erin V. Lamont, and Marco Y. C. Pang. Split-belt treadmill
stepping in infants suggests autonomous pattern generators for the left and right
leg in humans. The Journal of Neuroscience, 25(29):6869–6876, 2005.
18. Arndt von Twickel and Frank Pasemann. Reflex-oscillations in evolved single leg
neurocontrollers for walking machines. Natural Computing, 6(3):311–337, September 2007.

